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ABSTRACT
This paper will discuss the design, architecture, and analysis of a parallel machine created to register, process, 
and store observations from dipole antennas. This system in conjunction with the receiving antenna system is 
known as the Eight-meter-wavelength Transient Array (ETA) radio telescope. The goal of the system is to 
observe low frequency radio emissions from intergalactic phenomenon in order develop scientific theory about 
the universe. The paper will focus on the analysis of the processing architecture as it performs as a parallel 
machine.  

Categories and Subject Descriptors
C.4 [Special-Purpose and Application-Based Systems] – Signal processing systems.

General Terms
Design, Performance.

Keywords
Supercomputer, Parallel computing, Reconfigurable, DSP, Radio Telescope.

1. INTRODUCTION
This paper will discuss the design, architecture, and analysis of a parallel machine created to register, process, 
and store observations from dipole antennas. This system in conjunction with the receiving antenna system is 
known as the ETA radio telescope. The goal of the system is to observe low frequency radio emissions from 
astrophysical phenomenon. The paper will focus on the architecture of the processing system rather than on the 
phenomenon being observed, its impact on scientific theory, or the antenna reception system. The parallel 
machine that will be discussed is comprised of 28 reconfigurable processing elements (FPGAs) and five 
computer systems. The system is networked using a high speed Infiniband network for data transfers and a slower 
Ethernet and serial port networks for system control and observation. The parallel machine allows for design 
flexibility, real-time signal processing, and sustained high rate data storage. Following the system and 
implementation descriptions the parallel performance of the system will be analyzed. The system will be 
analyzed based on the efficiency of logic used and system scalability.

2. SYSTEM DESCRIPTION
The ETA data processing architecture requires that data be processed and written to disk continuously at high 
transfer rates. The system also requires the ability to receive data from 24 individual antenna connections. This 
results in a large amount of I/O connections which can sustain simultaneous data transfer. The system must also 
allow for variations in the way data is processed. To accomplish these goals, the system was implemented using 
28 reconfigurable (FPGA) nodes. Using FPGA nodes allows for more high speed I/O connections, more data 
processing resources, and a reconfigurable data path. Four server class computers were chosen to store data from 
the FPGA network. A single low cost computer was chosen to serve as the control PC which observes and 
monitors system functions. 



The architecture was divided into three hierarchical processing levels: the receiver nodes, the reconfigurable 
computing cluster (RCC) nodes, and the data acquisition nodes. At each level data must be synchronized and is 
processed in parallel. The system receives antenna signals through the receiver nodes which are comprised of 12 
Altera S25 FPGA boards (S25s). The S25 boards convert the analog signal to digital signals and further process
the result. Each S25 board outputs a stream of data to an RCC node. The RCC nodes are implemented using 
Xilinx ML310 FPGA boards (ML310s). The RCC is comprised of 12 outer and 4 inner nodes networked 
together. The RCC nodes process, combine, and prepare data for acquisition. This data is then transmitted from 
the RCC inner nodes to the four data acquisition PCs. The acquisition computers are Dell SC430 models which 
receive the data and write it to disk. The data on disk can then be analyzed while the system is not recording 
observations. A diagram of the system architecture is shown in Figure 1. The FPGA receiver nodes are 
represented in blue, the FPGA RCC nodes are represented in gray, and the acquisition nodes are represented in 
yellow. Each level of the system will be described in more detail in the following sections.

Figure 1. ETA Data Processing Architecture.

2.1 Receiver Nodes
The main function of the receiver nodes is to receive, filter, and digitally sample the analog antenna input. Since 
designing custom hardware to perform this function would be costly and time consuming, this functionality was 
implemented on Altera “DSP-BOARD/S25” Stratix development boards (S25s). The boards were chosen because 
they contained the necessary hardware elements for the design and were familiar to the design team. Since each 
board contains two A/Ds, all 24 analog input streams can be converted to a digital stream using twelve S25 
boards. The on-board Stratix EP1S25 FPGA performs the necessary signal processing. The board also contains 
ample I/O connectors for data transfers. The S25 board is shown in Figure 2. The signal processing which occurs 
in this node will be explained in the implementation section. [2]



Figure 2. The Altera DSP-Board/S25 Stratix development board [2].

After data is processed, the two antenna streams is combined into a single stream and transmitted to the RCC 
outer nodes at 30 MB/s. The data stream is transferred using differential LVDS signals through a coaxial ribbon 
cable (Mictor). The differential LVDS signals provide increased noise immunity, noise generation, and 
throughput [1]. A custom adapter board was developed to connect this cable to the ML310 boards. The custom 
board is shown in Figure 3.

Figure 3. The ML310-S25-SC430 interface adapter board [3].

2.2 RCC Nodes
The reconfigurable computing cluster (RCC) consists of 16 Xilinx ML310 development board nodes which are 
networked using Infiniband cables. Again the Xilinx ML310 was chosen because it was familiar to the design 
team and provided sufficient hardware components and I/O connections. The nodes are divided between 12 outer 
nodes, which connect directly to the receiver nodes, and 4 inner nodes, which connect directly to the acquisition 
PCs. The purposes of the RCC include: implementing beamforming, provide a reconfigurable network for 
additional signal processing as required, and reformatting the data stream for acquisition. A picture of an ML310 
board is shown in Figure 4.



Figure 4. The ML310-S25-SC430 interface adapter board [3].

The ML310 board uses a Xilinx 2vP30 Virtex II Pro FPGA and performs signal processing and data formatting. 
Each FPGA contains eight multi-gigabit transceivers (MGTs) which allows for eight Infiniband connectors from 
each board. Aurora provides a lightweight point-to-point protocol implemented over the Infiniband connections. 
Using these links the 16 ML310s will be networked to provide the necessary data flow and bandwidth. The 
processing performed on the outer and inner RCC nodes and the actual connections between boards will be 
described in the implementation section. The RCC inner nodes will output a data stream through the EDT 
connectors and cables to the acquisition PCs. The receiver, Infiniband, and EDT connectors are incorporated on 
the adapter board shown in Figure 3. 

Each RCC node also communicates with the control PC to send and receive status or control signals. This 
connection is made through the serial port using a simple UART, and allows the RCC nodes to be observed and 
controlled through the control PC. 

2.3 Acquisition PCs
The four acquisition PCs serve as temporary data storage which is offloaded to LTO3 tape once an acquisition is 
complete. To accomplish this they must be able to receive and store data at high and continuous data rates. Dell 
SC430 server models running Red Hat Enterprise Linux were chosen for this purpose. Each PC is equipped with 
an EDT PCI CDa LVDS/S600E data acquisition card and two additional hard drives for quick data transfer. The 
EDT card provides for 16-bit high speed LVDS data transfers. To achieve higher continuous acquisition speeds 
the hard drives are software configured as a RAID Level 0 partition. After testing it was found that the system 
could continuously record data at 60 MB/s without dropping samples over the duration of 1 hour. For longer 
viewing times data can be written at 30 MB/s for 2 hours. After recording data to the PCs, the information is 
written to tape disks using LTO3 tape drives for easy data removal and transport. Each acquisition PC is also 
connected to the control PC through a Gigabit Ethernet switch. This allows the control PC to view the system 
states, start or stop data acquisitions, and transfer data from disk tape. 



2.4 Control PC
The Fedora Linux-based control PC is the central hub for accessing, controlling, and observing the system. It
allows remote access to both the RCC nodes and acquisition PCs to control and observe the system. To access the 
acquisition PCs, an additional Ethernet adapter card was added to the control PC. This connects through an 
Ethernet switch to the acquisition PCs. To connect to each RCC node, two Lava Link Octopus-550 Eight Port 
Serial PCI cards were added to the control PC. Each card allows for 8 serial port connections giving a total of 16 
serial connections. Each serial port connects to one of the 16 RCC nodes allowing each of them to be accessed 
from the control PC. 

3. IMPLEMENTATION DESCRIPTION
This section briefly describes the hardware that was implemented on each of the FPGA nodes and the RCC 
network connections. Multiple acquisition formats are supported including beamforming. To implement 
beamforming, several streams of data must be scaled and synchronously combined. This requires both network 
bandwidth and FPGA logic for each beam. The receiver node, RCC node, and RCC network implementations are 
described in the following sections.

3.1 Receiver Nodes
This section describes the internal logic implemented on the S25 FPGAs. The receiver nodes are connected to the 
system as described in the previous section. The S25 boards convert two analog input streams to digital signals, 
filter the streams, merge the signals with a sample counter, and then outputs the encoded signal to the next stage. 
The analog inputs are divided into two polarizations which will not be discussed in this paper. Each board 
performs its signal processing in parallel with the other S25 boards. To maintain a synchronous system, one 
board generates the clock and synchronizing signals for all of the other S25 boards. This increases clock skew 
between boards but produces the same sample rates from each board. A counter, synchronous across all S25 
boards, is encoded with each time sample. This counter is used in the RCC nodes to combine data arising from 
the same time sample. Figure 5 shows the functionality implemented on each S25 board.

3.2 RCC
The RCC performs the required signal processing or beamforming. The outer nodes are responsible for a large 
portion of the beamforming computation, and the inner nodes synchronize and combine the signals produced 
from the outer nodes. The logic implemented on each of the outer and inner nodes is described in more detail in 
the following sections. 

3.2.1 Outer Nodes
The outer nodes perform the beamforming operations when necessary and are tightly connected to the control 
interface which allows for system monitoring and control. The control interface also allows for the selection of 
the signal processing mode. Raw data mode passes data directly through the system with little signal processing; 
4 dual pol beam mode computes the signals corresponding to 4 dual pol beams of sky observing space; 8 beam 
performs a similar operation producing 8 beams. Each beam consists of two polarizations and, for the remainder 
of this paper, will be referred to 8 and 16 beam single pol implementations. A diagram of the outer node 
implementation is shown in Figure 6.



Figure 6. RCC Outer Node Hardware Implementation.

3.2.2 Inner Nodes
The main function of the inner node is to synchronize the signals from the outer nodes, combine them, and format 
the output for storage on the SC430s. The signals are synchronized according to the time sample counter encoded 
with the signals. After synchronizing the counter, each sample is combined with other samples taken at the same 
time by summing similar time samples and shifting the output to the appropriate bits. A 32-bit value is extracted,
which represents the sample counter and either two input streams or one beam (depending on the mode of 
operation). Two 32-bit streams can be multiplexed and output to the acquisition PCs. This allows for a maximum 
bandwidth to disk of either four antenna streams or four beams (60 MB/s) per PC, and a system maximum of 16 
antenna streams or 16 single pol beams. Sixteen beams are significant because this allows for a majority of the 
viewable sky to be observed simultaneously. A diagram of the inner node implementation is shown in Figure 7.

Figure 7. RCC Inner Node Hardware Implementation.



3.2.3 Infiniband Network
Aurora protocols are implemented over Infiniband cables to allow for high speed point-to-point communications. 
This combination provides for a transfer rate of about 2.5 GB/s between nodes. Routing in this architecture is 
simplified since data flow will always continue from the outer to the inner RCC nodes. Each RCC node uses the 
adapter board shown in Figure 8 to allow for up to eight Infiniband cables. This number of connections is 
sufficient for the system networking requirements. Each outer node is connected to two inner nodes. Each inner 
node receives an input stream from six outer nodes, combines them, and outputs the result to an SC430. Figure 9 
shows the Infiniband and EDT connections.  

Figure 8. ML310-Infiniband interface adapter board [3].

Figure 9. Infiniband and EDT network connections.

4. System Analysis
In this application parallelization is required due to the large amount of I/O connection and the signal processing 
required. The focus of the system analysis is on the RCC nodes, the network, and on the system collectively. The 
system’s parallel performance in logic efficiency and scalability is discussed in the following sections. Gate 
counts are approximated based on the current system gate counts combined with the expected logic additions for 
the system. 



4.1 Efficiency
The efficiency of the RCC is determined according to how efficiently logic is used to implement the required 
processing and pass through. While Aurora requires less logic than other serial protocols, its overhead in terms of 
logic usage is expected to reduce efficiency. Furthermore, the efficiency is further decreased by the two-level 
architectural design of the RCC. To determine the RCC logic use efficiency, we must first define a single FPGA 
system that can be used for comparison with the RCC as a whole. The single FPGA system is defined by its 
maximum capability in terms of numbers of inputs and beams formed. Using a single ML310 FPGA, two antenna 
streams could be combined to form a maximum of four beams. These limitations arise from the limited ML310 
input connections and EDT bandwidth. It is important to note that while this is a feasible single FPGA
implementation, the quality of results is vastly decreased by the use of only two antennas. The single FPGA 
system is only used for the purpose of evaluating logic use efficiency, and it would not be implemented on an 
actual system. 

The fully implemented RCC functions on 24 antenna inputs to form a total of 16 single pol beams. The number 
of antennas used is scaled by 12 and the number of beams formed is scaled by a factor of 4. To correct this, the 
single FPGA system is modified to form only two beams. This increases the scaling factor of beams formed to 
eight. Due to multiplexing and the nature of the beamforming algorithm, the increased number of antenna streams 
increases the required implementation logic more rapidly than an increased number of beams formed. For this 
reason, the non-ideal system scaling will be ignored and the RCC functionality will be estimated to increase by a 
factor of 12 from the single FPGA implementation. Table 1 summarizes the amount of logic required by the 
single FPGA implementation and each of the RCC nodes in terms of gate counts per implementation. 

FPGA Nodes
Synchronization 

Logic
Aurora Protocol 

Logic
DSP and System 

Logic
Total Required 

Logic

Single FPGA - - 144,048 144,048

RCC Outer - 26,342 86,625 112,967

RCC Inner 83,642 79,026 57,423 220,091

Table 1. Gate Counts Required by each Implementation.

As seen in Table 1, there is a large overhead to the RCC from the addition of Aurora protocols and 
synchronization circuits. To compute the scaled logic efficiency of the RCC, the single FPGA gate count can be 
taken from Table 1. The total parallel gate count is:

           parallel gate count  = 12 * (outer node logic) + 4 * (inner node logic)

                                         = 12 * 112,967 + 4 * 220,091

                                         = 2,235,968

The scaled logic efficiency will be calculated by dividing the single ML310 gate count by the scaled parallel 
ML310 gate count:

           Scaled Efficiency = (single gate count) / (parallel gate count / functionality increase)

                                      = 144,048 / ( 2,235,968/12)

                                      = .77

Hence the RCC logic is about 77% efficient which is expected given the system overheads of using the Aurora 
protocols and synchronization logic. The existing architecture could not be modified to increase logic efficiency 



due to the necessity of Aurora protocol and synchronization logic. However, the cost of the system could be 
decreased by combining the inner node logic on four of the outer RCC nodes. While this would require about the 
same amount of logic, it would utilize all eight of the Infiniband connectors on the four combined node ML310s. 
This implementation would not affect the logic usage efficiency but would decrease the cost of the overall system
by requiring the purchase of only twelve ML310 boards. Furthermore, these combined nodes would require a 
gate count of approximately 333,000 which corresponds to about 59% of the available FPGA logic on the ML310 
board. Combining the inner and outer node implementations would add a small amount of design complexity but 
would be worth the $4,000 saved on the purchase of four additional ML310 boards [4].

4.2 Scalability
Scalability in this system is determined by three key factors. The first factor is increasing the number of antennas. 
Using more antennas provides for increased noise immunity and observation precision. The second factor 
scalable in this system is the number of beams created. Increasing the number of beams formed increases system 
precision and the observed sky area. The third scalable factor is the continuous recording time for observations. 
The system will be more likely to record intergalactic phenomenon when the observation time is increased. The 
impact of increasing the numbers of antennas, numbers of formed beams, and observation times are described in 
more detail in the following sections.

4.2.1 Scalability of Antennas
As the number of antennas increases, the required I/O ports must increase through the system. The addition of 
two antennas requires the addition of one S25 node and one ML310 outer node. After adding four ML310 nodes, 
we see that the two-level hierarchy becomes saturated. To scale the system beyond 32 antennas would require an 
additional level in the RCC hierarchy. The combination of node and hierarchical growth means that the cost of 
adding more antennas to the system increases as n*log8(n), where n is the number of antennas in the system. 
(Note: Cost increases as the log8 due to the fact that each ML310 board allows for eight Infiniband connections) 
This shows that the system is scalable relative to the number of antennas in the system, but would be very costly 
and at some point unmanageable due to the number of nodes.  

4.2.2 Scalability of Beams Formed
Increasing the number of beams formed through system processing is another key feature that can be scaled. As 
the number of beams increases, more logic and system bandwidth is required. In this implementation only 30% of 
the available hardware is used on the outer and inner beamforming nodes. Creating more beams would require a 
fairly small amount of additional hardware. Available system logic would not be a limiting factor for introducing 
more beams into the system. Forming additional beams also requires more data to be transmitted through the 
Infiniband and EDT links. To transmit two beams requires approximately ¼ of the Infinband bandwidth and ½ 
the EDT bandwidth. The current implementation of the system is limited to a total of 16 single pol beams. 
Additional beams could be added by increasing the number of inner RCC and acquisition PCs nodes. The 
addition of one inner RCC node and one acquisition PC node allows an additional four beams. This proportional
increase would continue to form a maximum of 128 beams, which would more than cover the entire viewable 
sky. It would not be practical to create a system with 128 individual beams. The cost of increasing the number of 
beams is then proportional to the number of beams added to the system resulting in and O(n) cost increase, where 
n is the total number of beams formed.

4.2.3 Scalability of Observation Time
Another important feature of this architecture is the scalability of observing time. The chance of observing 
desirable phenomenon improves as the length of time the sky can be observed increases. To increase the 
observation time, the acquisition PCs must be equipped with more and larger hard drives. The acquisition PCs are 
equipped with three hard drives which provide approximately 600 GB of disk space on each PC. By upgrading 
these hard drives to 500 GB and adding a forth hard drive to each system, disk space can be increased to 2000 
GB. This would essentially triple the amount of data that could be stored and acquisition times. Beyond this, 



acquisition times could also be increased by adding inner RCC and acquisition PCs nodes as described in the 
Section 4.2.2. The acquisition start times could then be staggered to allow for a continuous stream of data to be 
stored on additional PCs. Again, this expansion could only continue to include a maximum of 16 acquisition PC 
nodes. This would allow for more than eight hours of continuous observation without storing data to tape drives. 
By storing data to tape in a cyclical fashion, one set of acquisition PCs could remain in a ready state to record 
data, as long as the tape disks were changed frequently. While it may seem appealing to record data continuously, 
this would not be implemented in an actual system due to daytime RF interference. The best data recordings are 
taken during times of little RFI. This time generally occurs between midnight and the early morning hours, which 
allows for an operability window of about six hours. Beyond these recording times, data would be corrupted by 
RFI interference and become unusable. For this reason the observation time scalability should not be considered 
beyond 6 hours. Taking this into account, increasing the observation duration is proportional to the cost of the 
increase.

4.2.4 Scalability Summary
As shown above, this system architecture is scalable in terms of increasing the number of antennas, the number 
of beams, and the length of acquisitions. However the current implementation allows for sufficient antennas, 
beams, and observation lengths to produce accurate and viable recordings. More viable data could be produced 
by replicating this system in various locations. Using this method, multiple sets of data could then be combined 
to confirm observed phenomenon, reject RFI, or provide a more complete view of the observation space. While 
reproducing this system would not be considered scalable, it would provide for additional functionality which 
could be used to solve any of the three scaling issues presented above. Using this method, the system would have 
an infinite scalability at cost proportional to the number of systems created. It is important to note that while this 
system is scalable; the cost of scaling this architecture is expensive and becomes difficult to manage, similar to 
most supercomputer architectures. 

5. CONCLUSION
The reconfigurable parallel architecture allowed for design flexibility, real-time signal processing, and high 
system through put. Through parallel analysis, this architecture was also found to have 77% logic efficiency and 
be scalable in terms of increasing the numbers of input antennas, numbers of beams formed, and observation 
times. It was also found that while this system is scalable, it may become costly and difficult to manage as the 
numbers of nodes increases dramatically. For these cases it would be more beneficial, in terms of system 
complexity and data value, to create multiple systems rather than scaling the single implementation. 
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