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Introduction

As part of the project “A Low Cost All-Band All-Mode Radio for Public Safety”
[1], we are developing a software-defined implementation of a narrowband FM radio.
This report describes an interim implementation of the digital intermediate frequency
(IF) and baseband processing sections of the radio. By “Digital IF” we refer to the
section of the radio extending from the interface with an analog IF, anticipated to
be about 40 MHz wide centered at 78 MHz, and complex baseband (center frequency
∼ 0 Hz) digital data representing the desired portion of that spectrum. By “baseband processing” we refer to a general purpose processor that performs modulation
and demodulation, as well as audio input and output.
In the design described here, the digital IF is implemented using an Altera DSPBOARD/S25 development board, which includes an Altera Stratix FPGA, two highspeed A/Ds, two high-speed D/As, and copious digital I/O. This is described in
Section 2 (“FPGA-Based Digital IF”). Baseband processing is implemented using an
Analog Devices ADDS-BF537-STAMP evaluation board, which includes an ADSPBF537 Blackfin microprocessor. The source code is a multithreaded application written in C and runs on µClinux, an embedded implementation of the Linux operating
system. This is described in Section 3 (“Blackfin-Based Baseband Processing”). The
use of this combination of FPGA and processor, and the interface between them, has
been previously reported in [2]. Readers may find it useful to consult this earlier
report before reading this report.
The implementation of the digital IF and baseband processing described here is
not complete. Whereas the receive path has been implemented and demonstrated,
the transmit path is only described here, and has not been implemented or tested.
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FPGA-Based Digital IF

The purpose of the digital IF section of this design is to tune within the digital
output provided by an A/D, converting the desired bandwidth to zero Hz in complex
baseband form. The overall design is summarized in Figure 1. The sequence of
operations is as follows:
1. A/D output, sampled 12 bits at 120 MSPS, is converted from two’s complement
to unsigned binary. For the purposes of this report, the sample rate selection
is arbitrary, and we have chosen a rate that is close to the maximum that can
be supported. (In the final implementation, we would choose a rate matched to
the analog passband delivered to the A/D; probably 104 MSPS for a 40 MHz
passband centered at 78 MHz.)
2. The A/D output is spectrally shifted by multiplication with a complex sinusoid
generated using a numerically controlled oscillator (NCO). For the purposes of
this report, we chosen to tune 25 MHz to accommodate the limitations of test
equipment (discussed in Section 4). (In the final implementation, we would
probably choose 26 MHz (= 104 MSPS − 78 MHz), assuming the passband is
centered at 78 MHz.)
3. The result, now in complex baseband form, is lowpass-filtered and decimated
by a factor of 16, to 7.5 MSPS. In fact, this is implemented as a multirate
structure, in which the decimation has been combined with the filter.
4. The result is again lowpass-filtered. In-phase (“I”) and quadrature (“Q”) samples are multiplexed into a single sample stream, and in that form there is
another decimation of sample rate by a factor of 16, to 468.75 kSPS. (This filter
stage is not implemented as a multirate structure but this is of little consequence
due to the relatively low sample rate at this point.)
5. The output is interfaced to the Blackfin’s Parallel Port Interface (PPI) through
a FIFO, which also serves to manage the rate conversion to 30 MSPS (asynchronous) for the transfer to the Blackfin processor. This FIFO and PPI transfer
are managed by a finite state machine (FSM) which is interfaced to the PPI
control signals.
This firmware has been implemented in the Verilog hardware description language
(HDL). All design files are available at project web site [1]. Additional details on the
various processing blocks are provided below.

2.1

Numerically-Controlled Oscillator (NCO)

The purpose of the NCO is to generate the quadrature sinusoidal signals required
to perform the spectral shift. The sine function implementation can be described
mathematically as:
s(nT ) = A sin[2π(f0 + fF M )nT + φP M + φDIT H ] , where
3

(1)

Figure 1: Block diagram of the receive side of the FPGA-based digital IF processor.
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Table 1: NCO parameters assuming tuning to 25 MHz
input clock
(fclk )
120 MHz

Magnitude
precision(N)
12

Accumulator
precision(M)
32

f0 =

φIN C

φF M

φP M

φDIT H

894784853

0

0

40%

φIN C fclk
2M

(2)

and where:
• T = 1/fclk is the clock period,
• f0 is the output frequency, determined by the input value φIN C ,
• fF M is a frequency-modulating parameter, determined by the input value φF M ,
• φP M is a phase-modulation parameter,
• φDIT H parameterizes internal dithering, which is used to mitigate spurious signals in the output spectrum.
• A = 22N −1 , where N is the magnitude precision, and
• M is accumulator precision.
The parameters used in this implementation given in Table 1. Note that even though
φIN C is indicated as an input here, it is in fact determined by the desired frequency
(25 MHz, in this example) and the input clock frequency (120 MHz).
The NCO is implemented as an instantiation of Altera’s NCO “MegaCore” function [3]. Specifically, the HDL implementation is synthesized using a software wizard
which accepts as input the NCO design parameters. This HDL is then combined with
our HDL source before the synthesis of the actual FPGA bitstream takes place.

2.2

Decimating FIR Filters

The decimating FIR filters are implemented as instantiations of Altera’s FIR “MegaCore” function [4]. Specifically, an HDL implementation of each filter is synthesized
using a software wizard which accepts as input the design parameters. This HDL
is then combined with our HDL source before the synthesis of the actual FPGA
bitstream takes place.
In the design, we used two rate D = 16 stages of decimation because 16 is the
maximum rate permitted by Altera’s multirate FIR compiler. To downsample the
data by the factor D, the frequency response of lowpass filter should ideally be [5]:
½
1 |ω| ≤ Dπ
(3)
HD (ω) =
0 otherwise
5

where ω is the normalized frequency 2πf /fclk . The frequency response for the first
(multirate) filter stage is shown in Figure 2(a), which has cutoff frequency ∼3.7 MHz.
The frequency response for the second (non-multirate) filter stage is Figure 2(b),
which has cutoff frequency ∼0.234 MHz.

2.3

Finite State Machine for PPI Interface

The state machine controlling PPI transfers is illustrated in Figure 3. To invoke a PPI
data transfer, the FIFO asserts the fifo rdy signal. The FIFO does this whenever it
becomes at least half-full of outbound data. Here, the FIFO is 512 words (one word
= one 16-bit data element) long; thus transfers are initiated whenever more than
255 words have accumulated. 256 words are then transferred as one contiguous data
frame across the PPI. Although the aggregate rate across the PPI is 15 MSPS in this
application, the PPI transfers frames in 30 MSPS bursts to simplify the management
of the interface and to more easily avoid underrun/overrun conditions.
Upon assertion of fifo rdy, the FSM transits from the ‘wait’ state to ‘PPI operation’ state and hit tx is asserted. Then the PPI control block generates frame
and line signals, which are used/defined by the PPI protocol. See Figure 4. frame
is triggered by the positive edge of the 30 MHz clock and has a duration of 272 clock
cycles, during which 16 line signals occur. line is also triggered by the positive edge
of the 30 MHz clock and includes 16 clock cycles associated with 16 16-bit samples, as
shown in Figure 4(b). Unlike control signals, 16-bit data is triggered by the negative
edge of the 30 MHz clock, when frame and line are asserted. With the assumption that all PPI signals undergo the same delay, positive edge triggering guarantees
∼ 24 ns timing margin and the negative edge triggering for data guarantees ∼ 11 ns
timing margin.

2.4

Transmit (Upconversion) Processing

Figure 5 shows the block diagram for upconversion. It is essentially a mirror image
of the downconversion process. This has not yet been implemented or tested on the
FPGA.

2.5

FPGA Resource Utilization

FPGA resource utilization is summarized in Table 2. Note that these resource estimates do not include transmit/upconversion. Note two PLLs are used: one to
synthesize the 120 MHz system clock from an on-board 80 MHz TCXO, and another
to synthesize the divided-down clocks used in the slower clock domains.
Since already 70% of the logic elements available on this part are already consumed, either a larger FPGA or some means to offload a portion of the processing –
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Figure 2: Response of filter stages. (a) First stage (120 MSPS to 7.5 MSPS), (b)
Second stage (7.5 MHz to 468.75 kHz).
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Figure 3: FSM for PPI control.

Table 2: Altera Stratix EP1S25F780C5 resource utilization.
Device
Quantity Available
Utilization

Logic
Elements
25,660
70%

User
Pins
597
11%

Memory
Bits
1,944,576
9%

Multiplier
9-bit blocks PLLs
10
6
5%
33%

i.e., a special function chip, such as a digital downconverter – may be required in a
completed implementation.
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(a)

(b)
Figure 4: PPI control timing diagram. (b) shows a zoomed-in version of (a).
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Figure 5: Block diagram of the transmit side of the FPGA-based digital IF processor.
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3

Blackfin-Based Baseband Processing

Baseband processing, including FM demodulation and FM modulation, occurs in
the Blackfin processor. The processing is implemented using C-language source code
which is compiled and executed in the µClinux operating system. All source code is
freely available at project web site [1].

3.1

Main Program

Figure 3.1 describes the C-language program which runs on the Blackfin. The operation of the program is as follows:
1. When the program starts, it initializes all variables and buffers, and configures
PPI port (see Section 3.2) and audio system.
2. The user has to specify which operation the program has to follow, i.e. FM
demodulation (i.e., receive) or FM modulation (i.e., transmit). In the final
implementation, this selection would be made by the push-to-talk (PTT) switch.
Below we assume demodulation has been selected.
3. 1024 samples are obtained from the FPGA via the PPI port and placed in a
memory buffer. The buffer size of 1024 is arbitrary and not critical in the FM
application. (For diagnostic purposes, the current version of the software grabs
just one set of 1024 samples, and then leaves these samples in the buffer from
that point forward.)
4. The data from the buffer is demodulated. The specific FM demodulation algorithm is described in Section 3.3. The demodulation produces real-valued
output representing the audio signal.
5. Up to this point the sample rate is 468.75 kSPS, i.e., unchanged from the
output rate delivered by the digital IF. As the signal now contains only audio,
the sample rate can now be reduced. In this implementation, the output of the
demodulator is decimated by 10, reducing the sample rate to 46.875 kSPS. This
is slightly less than the maximum rate of 48 kSPS supported by the AD1836Abased audio system. The decimation is implemented using a multirate FIR filter
described in Section 3.4.
6. The decimated FM demodulator output is delivered to the input port of the
sound card for audio output.
For transmit, the processing is approximately symmetrical. Specifically:
1. The program captures data from the microphone via the codec.
2. The signal is FM-modulated as described in Section 3.3, resulting in a complex
baseband (I/Q) signal.
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Figure 6: Flow diagram of the main program for baseband processing in blackfin.
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Table 3: IOCTL commands for configuring the PPI registers [2].
IOCTL Command
CMD_PPI_PORT_DIRECTION
CMD_PPI_XFR_TYPE
CMD_PPI_PORT_CFG

Settings
CFG_PPI_PORT_DIR_RX
CFG_PPI_PORT_DIR_TX
CFG_PPI_XFR_TYPE_NON646
CFG_PPI_PORT_CFG_XSYNC23

CMD_PPI_FIELD_SELECT
CMD_PPI_PACKING
CMD_PPI_SKIPPING
CMD_PPI_DATALEN
CMD_PPI_CLK_EDGE

CFG_PPI_FIELD_SELECT_XT
CFG_PPI_PACK_DISABLE
CFG_PPI_SKIP_DISABLE
CFG_PPI_DATALEN_16
CFG_PPI_CLK_EDGE_RISE

CMD_PPI_TRIG_EDGE

CFG_PPI_TRIG_EDGE_RISE

CMD_PPI_SET_DIMS

CFG_PPI_DIMS_2D

CMD_PPI_DELAY

0

CMD_PPI_SETGPIO

-

Description
Set to receive
Set to transmit
Set to non 646 mode
Data is controlled by two external control signals (FS-1
and FS-2)
Select the external trigger
Data packing is disabled
Data skipping is disabled
Set data length to 16 bit
FS-1 and FS-2 treated as rising edge
PPI samples data on rising
edge of the clock
Two dimensional data transfer
There is no delay between
the control signals and the
starting of the data transfer
Set the PPI to general purpose mode

3. The I and Q components of the complex baseband signal are multiplexed in
the same ‘IQIQIQ....’ format used for reception of samples from the Digital IF
processor, and stored in a buffer. Up to this point the signals are still at the
sample rate of sound card which is 48 kSPS.
4. A FIR interpolation filter is used to increase sample rate by the factor of 10
(approximately; see below) and sends it to the FPGA board through the PPI
port. This filter is described in Section 3.4.
However, note that currently only the receive path has been implemented.

3.2

PPI Port Configuration

Design of the interface between the Stratix FPGA-based Digital IF processor and the
Blackfin PPI port has been comprehensively documented in [2]. Table 3 summarizes
only the input/output control (IOCTL) parameters which have been used to configure
the PPI for this particular application.
12
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Figure 8: Implementation of FM modulator.

3.3

FM Demodulator and Modulator

Figure 7 shows the method of FM demodulation implemented. The principle of
operation is as follows. First, the NCO is used to track the instantaneous frequency,
using a method that will be described shortly. The NCO output is mixed with
the incoming signal, which results in a signal containing a residual frequency offset
proportional to the difference between the current instantaneous frequency and the
instantaneous frequency at some slightly earlier time. Thus, this signal is an estimate
of the derivative of frequency with respect to time; i.e., demodulated FM. This output
is also a scaled difference between the instantaneous phase at the current time and
that of a slightly earlier time. Thus, advancing the phase of the NCO by this amount
accomplishes the goal of making the NCO track the instantaneous frequency.
The demodulator includes two gain blocks; one referred to as “scaling” and one
referred to simply as “gain.” Scaling is used to renormalize the data to a constant
magnitude that is easily expressible as a short int (i.e., 16 bits). The “gain” block is
used as a configurable adjustment used to fine tune the operation of the demodulator.
Figure 8 shows the FM modulation method. In this case, the magnitude of the
incoming audio signal is used to directly vary the frequency of an NCO. The scale and
gain blocks play roles similar to those of similarly-named blocks in the demodulator.
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3.4

FIR Decimator and Interpolator

The FIR filters employed in the Blackfin-based baseband processing are implemented
using functions obtained from the DSP library libbfdsp, recently ported to µClinux
from the MS-Windows-based “Visual DSP++” Blackfin development system of Analog Devices, Inc [6]. To make these functions available in the current µClinux kernel
for the Blackfin processor is a simple matter of enabling the library when the kernel
is built. The procedure is documented in Appendix A.
The fir_decima_fr16 and fir_interp_fr16 functions are used to implement
the FIR filter/decimator and FIR filter/interpolator, respectively. For example, the
first few lines of code implementing the decimator are as follows:
#include <filter.h>
void fir_decima_fr16(x,y,n,s)
const fract16 x[]; /* Input sample vector x */
fract16 y[]; /* Output sample vector y */
int n; /* Number of input samples */
fir_state_fr16 *s; /* Pointer to filter state structure */

In this case, the size of the output vector should be n/l, where l=16 is the decimation rate in this function. The function maintains the filter state in the structure
variable s, which must be declared and initialized before calling the function. This
structure has the following definition:
typedef struct
{
fract16 *h; /* filter coefficients */
fract16 *d; /* start of delay line */
fract16 *p; /* read/write pointer */
int k; /* number of coefficients */
int l; /* interpolation/decimation index */
} fir_state_fr16;

The filter structure is initialized using the macro fir_init, defined as follows:
#define fir_init(state, coeffs, delay, ncoeffs, index) \
(state).h = (coeffs); \
(state).d = (delay); \
(state).p = (delay); \
(state).k = (ncoeffs); \
(state).l = (index)

A pointer to the coefficients should be stored in s->h, and s->k should be set to
the number of coefficients. The decimation index is supplied to the function in s->l.
Using MATLAB, we generated a FIR filter with 133 coefficients and with cutoff
frequency 46 kHz. The frequency response of this filter is shown in the Fig. 9.
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Figure 9: Frequency response of the FIR decimation and interpolation filters.
Although the transmit path has not yet been implemented, the procedure is similar. The first few lines of code implementing the interpolating FIR filter of the
transmit path would be as follows:
#include <filter.h>
void fir_interp_fr16(x,y,n,s)
const fract16 x[]; /* Input sample vector x */
fract16 y[]; /* Output sample vector y */
int n; /* Number of input samples */
fir_state_fr16 *s; /* Pointer to filter state structure */

The same filter coefficients would be used; thus Figure 9 is also the response of the
interpolation filter. An issue that has not yet been resolved is that the audio codec
is constrained in the rates which it can produce. For example, it can provide audio
at 48 kSPS, but not 46.875 kSPS. This will not be an issue for the Blackfin or PPI
interface, because here the receive and transmit paths all operate asynchronously.
However, the receive and transmit paths in the FPGA must be mutually synchronous
in order to utilize resources logic elements and routing efficiently. This will make this
slight difference in rates difficult to accommodate. A potential solution is to make
the first interpolating FIR in the Blackfin operate at the required non-integer rate.

3.5

Multi-Threading

Processors used in real-time communications applications, such as the FM radio application described in this report, require some mechanism to ensure that incoming
data is processed in a continuous manner, without gaps. Traditionally, this mechanism is implemented using interrupts. For example, the processor might accept
incoming data using a direct memory access (DMA) technique, which generates an
interrupt when the DMA transfer is complete. The interrupt forces the processor into
15

an interrupt service routine, which handles the incoming data and then returns to
the main program. While this method is quite efficient and simple to implement, it
has the disadvantage that it requires tight integration between the processing software and the internal workings of the processor and peripheral hardware, which tends
to result in application software which is difficult to port to other hardware platforms.
Because the embedded implementation described here is a C-language program
running in a bona fide operating system, a more elegant approach is possible. Here,
we employ the POSIX “threads” facility as an alternative to interrupts. Simply put,
threads are streams of processing that (logically, at least) execute simultaneously and
independently. An excellent introduction to programming using threads is provided
in [7].
In the present application, the receive operation implements two threads, as illustrated in Figure 3.5. Thread 1 reads data from the PPI port and stores them to a
buffer. Thread 2 reads data from the buffer, does all the processing, and sends audio
to the sound card. The advantage (among others) of using threads in this application
is that Thread 2 can now easily be replaced by a different thread; for example, one
that implements a different waveform. Alternatively, multiple threads might be set
up to access the buffer simultaneously; for example, to allow multiple simultaneous
waveforms.
Because all threads of a multithreaded program share the same address space and
have access to the same global variables, a mechanism is required to ensure that data
integrity is maintained. Here, we use semaphores to synchronize the two threads and
thereby manage access to data. Semaphores are used to limit the number of threads
that can simultaneously access a given resource; in this case, the data buffer.
For additional details about this technique, refer to the source code and [7].

3.6

Resource Utilization

The Blackfin development board contains 64 MB of SDRAM memory, which must
accommodate the compiled kernel image, which is approximately 10 MB; the application program, which is 103 KB; and all dynamic allocations of memory. We have
attempted to quantify the total amount of SDRAM utilized when the application is
running, however this is quite difficult to do accurately. Using cat /proc/pid/statm,
we find that the reported “Total program size” is 32.3 MB when the application is
running. Simply adding these results together we estimate that the total utilization
of the SDRAM is about 42.4 MB, which is about 66% of the available resources.
However, this figure is somewhat difficult to interpret because it is uncertain what
fraction of the 32.3 MB “Total program size” result is attributable to the OS (therefore, non-recurring) and which fraction is attributable to the application. The latter
figure is most significant because it is most likely to scale upwards as the application
becomes more complex, or as additional concurrent applications are implemented.
16

Figure 10: Multithreaded implementation of the Blackfin FM receiver application.
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4

Demonstration

In this section we describe a demonstration of the radio described in the previous
sections. Figure 11 shows the setup of the demonstration. The following devices are
involved:
• A Stanford Research Systems DS345 arbitrary function generator generates
the FM modulated-signal. This instrument is limited to carrier frequencies of
30 MHz or less, so a center frequency of 25 MHz was used. For the purposes of
this demonstration, deviation of 10 kHz was used, and the audio signal was a
6 kHz tone.
• The Altera DSP-BOARD/S25 evaluation board, which includes the A/D and
the Stratix EP1S25 FPGA.
• The Analog Devices ADDS-BF-537 STAMP Blackfin evaluation board, which
is interfaced to the FPGA board as described in [2].
• The Analog Devices AD1836A-DBRD audio daughterboard, which includes a
codec and provides audio input and output. The integration of this board with
the Blackfin board is documented in [8]. To avoid conflicts with the PPI, which
shares pins with SPORT1, the interface between the Blackfin and the audio
codec is implemented on SPORT0.
• A laptop PC. The ethernet connection is used in the initial boot of the Blackfin
processor, and the serial connection is used to program the Blackfin board
(including download of the desired µClinux kernel and the application) and to
establish a command line interface into the µClinux OS running on the Blackfin.
The program Kermit is used for the serial connection and the program tftpboot
is used to download the kernel.
• A spectrum analyzer is connected to the D/A output of the FPGA board for
testing of the transmit path. (Although not employed in the demonstration
described here.)
This demonstration has been attempted, and in fact when the system is running,
one can hear a 6 kHz audio tone at the speaker attached to the audio daughterboard.
For further verification, we captured 1024 samples of data from both the input
and output of the FM demodulator. The result is shown in Figure 12.
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Figure 11: Demonstration setup.

Figure 12: Audio data captured from the output of the FM demodulator. Red
and green are I and Q, respectively, at the input of the demodulator. Blue is the
demodulated (real valued) output.
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Figure 13: Building the DSP library in the µClinux kernel.

A

Enabling the Blackfin DSP Library

The current µClinux kernel for the Blackfin processor comes with the DSP library
libbfdsp, which includes support for the DSP functions identified in Section 3.4.
This library is enabled during the kernel build process as follows:
Linux Kernel Configuration
Kernel/Library/Defaults Selection --->
[X] Customize vendor/user settings
Library Configuration --->
[X] Build libbfdsp

Figure 13 shows the libbfdsp enabling during the configuration of the µClinux kernel.
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