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Abstract—Single-chip heterogeneous multiprocessors (SCHMs)
are arising to meet the computational demands of portable and
handheld devices. These computing systems are not fully custom
designs traditionally targeted by the design automation com-
munity, general-purpose designs traditionally targeted by the
computer architecture community, nor pure embedded designs
traditionally targeted by the real-time community. An entirely
new design philosophy will be needed for this hybrid class of
computing. The programming of the device will be drawn from
a narrower set of applications with execution that persists in the
system over a longer period of time than for general-purpose
programming. However, the devices will still be programmable,
not only at the level of the individual processing element, but
across multiple processing elements and even the entire chip. The
design of other programmable single chip computers has enjoyed
an era where the design tradeoffs could be captured in simulators
such as SimpleScalar and performance could be evaluated to the
SPEC benchmarks. Motivated by this, we describe new bench-
mark-based design strategies for SCHMs which we refer to as
scenario-oriented design. We include an example and results.

Index Terms—Benchmarking, design methodology, heteroge-
neous multiprocessor, modeling, scenario-oriented design, system-
on-chip (SOC).

I. NEXT GENERATION OF COMPUTING

COMPUTING will leave the traditional categories of
desktop, embedded, and portable to become more ubiq-

uitous and pervasive [1], [2]. In order to meet performance,
power, and space requirements while retaining the flexibility
of programmable devices, single-chip computers will take on
the appearance of single-chip heterogeneous multiprocessors
(SCHMs) [3], creating a new breed of design. The possibilities
for this next generation of computing are limited by the ability
to design them with an economically practical amount of design
effort [4]. The next generation of computing is not merely the
next evolutionary step in computing. New design strategies are
required [5] beyond that of even symmetric multiprocessing,
which is focused on single, concurrent applications.1 The
applications executing on these single-chip computing devices
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1[Online]. Available: http://www.openmp.org

will be comprised of heterogeneous, concurrent application
elements with a mix of timing and performance requirements.

Individual programmable processors that carry out concur-
rent heterogeneous applications will be like registers were to
early VLSI design: building blocks within a larger organizing
framework. Yet, those same processor building blocks will be
differentiated from each other in the capabilities of their hard-
ware, the way they are programmed, and their manner of inter-
connect. We also refer to this next generation of design as that
of programmable heterogeneous multiprocessors (PHMs), em-
phasizing that not only will individual processing elements on
the device be programmable, but the entire chip must be consid-
ered programmable as well.

Key to the development of new programming strategies is
the ability to evaluate programmable designs. We introduce sce-
narios as a new form of benchmark-based design evaluation for
next-generation designs that captures the need to mix timed and
untimed I/Os and evaluate concurrent applications executing on
heterogeneous architectures. Scenarios are developed by com-
paring the contrasting design philosophies of computer-aided
design (CAD) and computer architecture (CA). Through an ex-
ample, we describe how scenarios enable the performance eval-
uation of SCHMs in a way that traditional approaches cannot.

II. LANDSCAPE OF DESIGN

Future single-chip computer systems will be hybrids of
two very different classes of design, that of general-purpose
programmable systems and application-specific embedded
systems.

In the first, individual programs are the primary system
input—the program comes from “outside of the box” being
designed and is executed by it. As a result, performance of the
architecture is evaluated to an anticipated set of programs—or
benchmarks—most typically executed individually. In the
second, a data stream is the primary input. The system’s appli-
cation, often repeatedly executed in a loop, is designed to be
“inside the box” with the constraint that it meets the real-time
(RT) demands of the input stream.

In this section, we motivate a new class of computing as a
hybrid of design by considering the contrast between the de-
sign automation (DA) and CA research communities. While the
objective of these two communities is the design of computing
systems, they represent very different philosophies.

A. DA Approach

The basic objective of the DA community is the design of an
instance of a computer system given an up-front specification of
the application it will carry out (see Fig. 1, left). These systems
are designed to meet RT demands of processing an I/O stream,
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Fig. 1. Left: DA. Right: CA.

placing emphasis not only on the data received, but on the timing
of the data as well. Therefore, the DA approach I/O stream can
be well represented as a set of tuples. This basic
philosophy is drawn from a model of a finite state machine and
captured in design languages such as Verilog and VHDL. These
simulation-based models interact with testbenches that model
the external system with which the system under design is to
continuously interact. The specified applications are executed
repeatedly for long periods of time, processing many different
input sets to produce many output sets.

Emphasis is placed on meeting the demands of the I/O
stream by direct manipulation of the parallelism within a
design, ranging from the number of bits in a word to the
number of processors in the system. However, emphasis is not
placed on optimizing the execution bandwidth of programs
or applications unknown at design time. Conceptually, these
are not inputs to these systems. If portions of the system are
programmed, the programs are part of the specification, literally
functionality that is to be included “inside the box.”

Designers specify the application up-front in some language
so that as many detailed design decisions as possible can be
taken out of the designer’s hands. This is a top-down style of
design which emphasizes specification for automatic synthesis,
as shown on the left-hand side of Fig. 1. This view captures the
potential for refinement through iteration, and the fine-tuning of
the design instance to meet difficult and often competing phys-
ical constraints, e.g., performance, power, and area [6], [7]. For
example, Fig. 2 shows a typical result graph gained from a DA
approach, trading off area and delay. Individual design points
are gained through design refinement, resulting in several can-
didate designs.

Because of the up-front specification of the design applica-
tion, the DA community has focused on the challenges of de-
signing fully custom hardware devices [application specific in-
tegrated circuits (ASICS)] and, more recently, embedded sys-
tems that may include one or more programmed processing el-
ements. A traditional application area for ASICs is in the set
of consumer-oriented applications for multimedia, where com-
pute-intensive signal and image processing applications need

Fig. 2. DA approach involves an iterative refinement process, trading off phys-
ical constraints such as area and delay to implement an application specification.

to be executed fast and in small devices that consume small
amounts of power.

“Embedded systems” is a phrase which used to apply to the
design of any computer embedded in a noncomputer system.
The need for fixed and guaranteed response times created the RT
class of design emphasizing the scheduling of a set of programs
onto a shared processing element. The need to meet worst-case,
RT computing demands again presumes that the application is
given up-front, where the emphasis is placed on analytical mod-
eling in a top-down design style.

More recently, the design automation of embedded systems
has taken on the terminology of “hardware/software codesign.”
Some coin the design of these systems as “function/architecture
codesign” [8], implying that an initial specification includes two
separate specification style inputs, the application as well as the
architecture. However, the basic design philosophy remains the
same.

B. CA Approach

In contrast, the CA design community uses a simulation
foundation for the optimization of architectural features of
programmable systems. Programs are no longer “inside the
box” and considered a part of the design, but are inputs to the
design (see the right-hand side of Fig. 1). Indeed, a processor
will be used to execute numerous programs over its lifetime,
many of which were not even conceived when the processor
was designed. The execution bandwidth of these programs
is of primary concern, creating a distinctly different design
philosophy from that of DA.

The design of the creative features of a processor, such as
caches and branch predictors, are evaluated using simulators
that execute a standard set of programs which come from bench-
mark suites. A design flow might include the SimpleScalar2 [9]
simulator and SPEC3 [10] benchmark suite. Performance is then
evaluated from the individual software programs of the bench-
mark suite as they are executed one at a time on the computer
architecture. Datasets are also a part of the SPEC benchmark
suite, but the data are limited to a set of values designed to cap-
ture different executions of programs as they are executed one
at a time. The inputs are not presented to a system in a timed
fashion. Thus, inputs in the CA design style are shown as un-
timed values which are presumed to be retrieved by a program as

2[Online]. Available: http://www.simplescalar.com
3[Online]. Available: http://www.spec.org
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Fig. 3. CA approach involves running sets of representative programs or
“benchmarks” to evaluate programmability.

it executes. Using SPEC, designers evaluate if a given processor
or processor feature improves performance for one, some, or all
of the programs in the benchmark suite. Compilers can also be
designed and evaluated using benchmark suites as they execute
on processor models.

Fig. 3 shows a typical result graph generated by the CA
approach. Design changes are evaluated by running a set of
representative benchmarks and noting the performance of each
design.

C. New Approach

Our goal is the design methodology for a new hybrid class of
single-chip design, that of PHMs where the chip is viewed as a
programmable collection of processors. In SCHMs, groups of
processors can be programmed (i.e., scheduled) to execute sets
of concurrent applications that respond to timed input datasets.

From the CA community, we use the concept that a common
simulation environment for architectures is the best way to focus
on design tradeoffs that support classes of programs. The design
of these systems will require performance and power modeling
above the instruction set simulation (ISS) level of the hetero-
geneous processors, software tasks, the scheduling of software
tasks, and the interconnection network in a manner that will en-
able the exploration of a system’s design space. We used such a
simulation environment, discussed in Section IV-A.

Also, from the CA community, we use the concept that
benchmark programs will be an important class of inputs used
to evaluate the programmable aspects of the design. As com-
pared with SPEC, embedded system benchmarks are of more
interest to SCHM design. Several benchmark suites have been
developed for this design space, including EEMBC,4 BDTI,5

MiBench [11], and MediaBench [12]. However, these bench-
marks are designed for single processor systems; they evaluate
a single program at a time and not programs concurrently
executing in multiple collections under a variety of situations
across a variety of resources.

From the DA community, we add to the system under design
a timed I/O stream as another primary input used to evaluate the
design. Thus, our designs include the timing requirements of the
DA approach as well as the general programmability of the CA
approach. Accordingly, a hybrid design style is born.

4[Online]. Available: http://www.eembc.com
5[Online]. Available: http://www.bdti.com

Fig. 4. SCHM design.

Fig. 4 illustrates our approach. At the heart of the figure is a
high-level model of a heterogeneous multiprocessor, designed
to a simulation foundation. Nine processing elements (PEs) are
illustrated with the implication that tens or hundreds of hetero-
geneous PEs, memories, and interconnects may be manipulated
in these designs. The benchmarks are now grouped into con-
current, heterogeneous collections recognizing that we are de-
signing a single chip with concurrent hardware and software.

Overall performance evaluation of the chip will, in general,
be more complex than for pure DA or pure CA designs. For
example, CA might use a single benchmark runtime to evaluate
the performance of a processor, while DA might use the number
of gates in a design as a metric. Instead, an SCHM must be
evaluated against anticipated sets of heterogeneous applications
executing in groups over datasets that exercise the system over
long periods of time. Performance is now evaluated over a set
of conventional programs that concurrently execute.

D. Other Approaches

There has been considerable research in the modeling and/or
specification of large software systems. Examples of this work
include meta-languages like the Unified Modeling Language
(UML) [13]. The V-model6 is a standard for software spec-
ification and development. The “V” represents a design flow
that is not dissimilar to the DA top-down approach to design.
The goal of these approaches is software specification for the
purposes of the tractability of correctness from specification to
implementation.

These works have the objective to bring a DA-like approach
to software design. Computer hardware design has a fundamen-
tally different objective. In computer hardware design, the iter-
ative design flow captured in Fig. 3 is not incidental. The goal
here and in our approach is to facilitate the kind of experimen-
tation necessary in order to gain insight into how physical (and
logical) organization can lead to enhanced system performance.

6[Online]. Available: http://www.v-modell.iabc.de/kurzb.vm/k_vm_e.doc
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Fig. 4. SCHM design.

There has also been considerable research in traffic models,
both for network servers and, more recently, mobile devices [14].
The designs that execute the traffic models can utilize program-
ming in the more traditional benchmark suites. However, there
is no discussion of the need to couple chip-wide programming
and design decisions to specific traffic situations nor system-level
modes of operation. In the remainder of this paper, we discuss
how distinct programming and data situations can result in new
ways to conceive of performance-based design evaluation.

III. NEW BENCHMARKS—SCENARIOS

Benchmarks serve as a standard reference against which
many designs can be evaluated. Scenarios extend the notion
of a benchmark for SCHMs. Scenarios are comprised of three
main parts:

• Application groupings: Concurrently executing applica-
tions formed from application elements that utilize conven-
tional programmability of the CA approach.

• System I/O: The interactions between the external systems
and the SCHM, introducing the system-level timing de-
mands from the DA approach.

• Scenario programs: Schedule the application groupings.
Dark gray blocks in Fig. 5 show the individual parts of a sce-

nario, along with their relation to an SCHM simulator of a het-
erogeneous multiprocessor architecture.

The figure also shows coordinating programs, which we de-
fine as a scheduler class that orders the mapping and execution
of task sets across a collection of resources in a custom manner.
Unlike scenario programs, discussed in Section III-C, coordi-
nating programs operate at a physical layer of scheduling; they
specifically take advantage of architectural details. Unlike sce-
nario programs, they are a part of the SCHM undergoing evalu-
ation by the scenario. Because coordinating programs take ad-
vantage of specific on-chip resources, they must be separately
created for each architecture. We believe that these coordinating
programs, will be the level of programming most closely asso-
ciated with optimization in future designs.

Fig. 5. Scenarios used to evaluate SCHMs.

Fig. 6. Example applications of a cell phone.

A. Application Groupings

Application groupings are a set of concurrent applications.
In general, these have a high degree of independence but are
considered together to serve external demand. Applications are
formed from application elements as illustrated in Fig. 6; the
logical dependencies between application elements serve to
form an application. Application elements are analogous to the
programs of a traditional benchmark suite, but more specific
to the types of applications that will execute on portable and
handheld devices. The reason for making the smallest unit of
granularity smaller than an application is twofold. First, the
application elements are likely to be reused in many common
applications. Second, many applications are composed of
smaller units of functionality which are inherently paralleliz-
able, either spatially concurrent or pipelineable, enabling the
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potential for a rich set of scheduling and architectural tradeoffs
for the same scenario.

As an illustration, we will combine several existing applica-
tion elements, which are programs from the MiBench bench-
mark suite, into application groupings that might be found in a
cell phone (Fig. 6). The following application elements are used
in our example.

• ADPCM encode/decode: Adaptive differential pulse code
modulation. Compression algorithm for sound with a com-
pression rate of 4:1. Representative of protocols for voice
compression in cell phones

• crc32: Performs a 32-b cyclic redundancy check (CRC)
on data. Used by every application to detect errors in data
transmission.

• jpeg encode/decode: A standard lossy compression image
format. Can optionally use a floating point unit for an av-
erage speedup of .

• mad: MPEG audio decoder supporting all three MPEG
audio layers. In this example, it is used to decode streaming
audio layer 3 (mp3) files.

• rijndael encode/decode: A block cipher used for the new
advanced encryption standard (AES). It provides security
for personal data transferred by the applications.

• rsynth: Text to speech-synthesis application element.
Large number of calculations are performed in floating
point arithmetic.

Using these application elements, we define six possible cell
phone applications (see Fig. 6) and make several assumptions
about their operation.

• Making a phone call. Involves full duplex communication
via a microphone and a speaker. Even though analog-to-
digital conversion (and vice versa) is necessary, we model
only the digital portions of the system, i.e., the white boxes
in Fig. 6 are not modeled.

• Streaming mp3 audio. The cell phone can stream MPEG
Layer 3 audio content at 128 kb/s. We assume that the wire-
less network can provide the appropriate bandwidth and are
primarily concerned with meeting the processing require-
ments of mp3 decoding.

• Reading e-mail aloud. The cell phone can open user’s
e-mails and use a speech synthesizer to read them. We as-
sume that the text of the e-mail has already been down-
loaded by the cell phone.

• Browsing/surfing the web. The user can access a webpage
and display it on the cell phone screen. This application
ignores the typesetting overhead and focuses on the task of
decoding multiple webpage images in parallel.

• Receive/send pictures. This application involves either
encoding an image taken with the phone’s camera, or de-
coding a received image for display. Unlike browsing the
web application, images processed by this application are
typically much larger ( Mpixels).

The left-hand side of Fig. 6 represents the outside world (ac-
cessed via a wireless network), while the right-hand side repre-
sents the data sent to the user (e.g., via display or speakers). The
arrows between the benchmark elements show the direction of
data flow for each application.

In fact, some applications described above can be executed at
the same time while other pairings do not make logical sense.

For example, streaming_mp3_audio and reading_e-mail_aloud
can never be used simultaneously because a user cannot listen
to two audio streams at the same time. However, it could be
possible to use the phone call functionality with reading_e-mail
where the user might want to share the contents of an e-mail
over the phone. One might be prioritized over the other, allowing
resources to be shared for multiple, anticipated situations in a
programmable design.

B. System I/O

The system I/O of Fig. 5 models all of the external systems
with which the SCHM interacts. The tuples
create a processing demand on the system by the external
environment. This demand may be continuous and periodic,
which is typical of many embedded RT systems, or aperiodic,
representing sporadic system requests. It may also model the
availability of data that the system under design (the pro-
grammed SCHM) requests from an external system, such as a
web server.

Next-generation systems will not be designed to accommo-
date worst case behavior of all possible application groupings.
Rather, they must respond to a mix of behavior types, with per-
formance evaluation taking place over a far longer period of time
than traditional benchmarks. Further, the system I/O must ex-
ercise relevant corner cases of data and application groupings
as applications compete for system resources. Thus, the size,
values, and arrival rates of I/O datasets are an important part of
scenarios.

C. Scenario Programs

The relationship between scenario programs and coor-
dinating programs can be seen by this example. Scenario
programs reflect the overall goals of the system—they are
like specifications in other modeling domains. Coordinating
programs are a part of the implementation being evaluated.

They are not unrelated. Consider the analogy to traditional
computer architecture benchmarking, where the programs are
complied onto architectures. It is possible to alter the overall
performance of the programmed architecture by changing the
program, the compiler, or the underlying architecture. In our
example, it is possible to alter performance by changing the
scenario program, the coordinating program, or the underlying
architecture.

Even in this relatively straightforward cell phone example, it
is easy to see how applications can be combined to satisfy the
functionality of different situations. Consider an “airport sce-
nario” where a business user is at an airport using the cell phone
to read_e-mails_aloud, browse_the_web, and receive_pic-
tures from a business associate. Next, consider a “bragging
grandma” scenario. Grandma is using the cell phone to talk to
her friend and share photographs of her grandchildren. These
two scenarios may each execute on the same cell phone—there
is no reason a businesswoman cannot take her grandchildren
on a business trip and expect the cell phone to respond to both
situations.

Scenario programs, shown in Fig. 5, form applications from
application elements and define strategies for meeting a mix of
system-level I/O demands as multiple application groupings are
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Fig. 7. Pseudocode for an example scenario program.

eligible to execute concurrently. Scenario programs permit deci-
sions about how application elements are scheduled in the con-
text of system-level timing, data, and performance requirements
as multiple applications execute on the system.

1) Scenario Program Examples: For example, one valid sce-
nario program might allow the system to be eligible to utilize
available resources to process other applications, but prioritize
making_a_phone_call. Fig. 7 shows a scenario program where
a 120-s phone call is formed from appropriate application ele-
ments and mapped onto processors 1 and 2. Although this ex-
ample explicitly maps the application elements onto processors,
the mapping can also be performed at runtime by a scheduler
(our results in Section IV show both cases). After 60 s of con-
versation, the scenario program initiates sending a picture of the
user’s dog, mapping the necessary tasks to processing elements
3 and 4. In this case, jpeg_encode would feed into rijndael_en-
cryption, which would go through a generation of CRC code
to create the sending_pictures application (see Fig. 6). The sce-
nario program does not need to be limited to simple definition
of data dependencies between elements in the style of a task
graph, but may include control flow utilizing the system I/O,
application deadlines, and task priorities. For example, the sce-
nario program in Fig. 7 waits for the send_picture application
to finish execution before attempting to start the stream_mp3
application. The Hyperprocessor [15] uses a notion similar to
scenario programs to organize tasks.

Another important function of the scenario program is
providing system-level data to coordinating programs, such
as task dependencies, deadlines, constraints, and expected
runtimes. The last line in Fig. 7 sets a constraint requiring that
the stream_mp3 application sustain 128-kb/s processing rate.
Much like compilers for conventional ISAs, differences in the
tuning of the scenario and scenario programs to the underlying
architecture greatly impact overall performance.

It should also be noted that the pseudocode in Fig. 7 is not
a representation of the actual syntax of the scenario program,
but instead an illustration showing the types of tasks that the
scenario program may perform. There may be many different
implementations to a scenario program, ranging from a custom
language with its own parser, to a set of C macros that perform
the tasks shown in Fig. 7. In our examples, scenario programs
were implemented as groups of C functions and macros.

Fig. 8 is a graphical illustration of the airport scenario and mo-
tivates how scenario programs are developed. A businessman
at an airport is receiving some product photos from an asso-
ciate and browsing_the_web for related information. At a cer-
tain point in the scenario, the businessman will call his asso-
ciate and have the cell phone read_e-mail_aloud over the phone

Fig. 8. Airport scenario timeline.

Fig. 9. Grandma scenario timeline.

connection. This can be seen in Fig. 8 at s, where
the talk_on_the_phone application is overlapped in time with
read_e-mail application.

Fig. 8 is a timeline of baseline cases of response times and
overlapping execution patterns of all of the applications (and
application elements) that can potentially concurrently execute
in the airport scenario. The scenario captures data-dependent
execution, fixed response times for streaming (periodic, contin-
uous) inputs, aperiodic arrival times of events, and, thus, the po-
tential to evaluate how well the system responds when one ap-
plication may still be executing while another starts.

For example, streaming applications, such as the phone call
application, are shown in Fig. 8 as a solid box indicating their
duration. The read_e-mail application, on the other hand, must
process the e-mail at a certain rate of words per minute. Al-
though the application may finish sooner and store yet unspoken
speech, it does have a soft deadline (shown with vertical lines)
in order to meet the lowest speech rate. Finally, job-based ap-
plications such as browse_the_web have only their start times
shown with dots.

While this particular scenario uses only four of the six pos-
sible cell phone applications, it represents just one of a group
of scenarios that may overlap or be sequentially executed on
a given SCHM. Consider another scenario, whose timeline is
shown in Fig. 9. In this scenario, a grandmother is talking on
a phone with a friend while sharing pictures of her grandchil-
dren. This scenario exercises the system differently from the
airport scenario, requiring encoding and decoding of multiple
images at the same time (at s and s. Fi-
nally, consider the teenager scenario shown in Fig. 10. It in-
volves a teenager walking down the street, listening to music,



874 IEEE TRANSACTIONS ON VERY LARGE SCALE INTEGRATION (VLSI) SYSTEMS, VOL. 14, NO. 8, AUGUST 2006

Fig. 10. Teenager scenario timeline.

and surfing the Web on the cell phone. When a phone call ar-
rives, the stream_mp3 task is suspended by the scenario pro-
gram, although the surf_web and send_picture tasks persist. Be-
cause of the different set of application sets, input data, dead-
lines, and constraints, the grandma and teenager scenarios may
exhibit different system performance, forcing the designer to
tune the system to the scenario that is more representative of
the system’s most common usage mode. A complete evaluation
of a SCHM such as this one may include tens of different test
scenarios, executing on the same architecture.

2) Scenario Programs Versus Coordinating Programs: It
is important to differentiate between scenario programs and
coordinating programs. Coordinating programs are part of
the system: they facilitate the sharing of resources within an
SCHM, assigning tasks to resources. Coordinating programs
cannot be easily transferred between different architectures,
since they are customized to take advantage of specific archi-
tectural features available.

On the other hand, scenario programs are built to be portable
between architectures. They define the sequence in which appli-
cation groupings and I/O patterns will be applied to the system
being evaluated. In this matter, they are much like testbenches
used in traditional DA design: they provide a set of inputs and
monitor the system outputs for correctness. Although scenario
programs may communicate certain parameters to the coordi-
nating program in order to affect task scheduling, they do not
actually perform scheduling themselves.

Thus, chip-level programming of SCHMs is possible because
the primary motivation of coordinating otherwise loosely cou-
pled programs is resource sharing, and resource sharing is more
advantageous on a single chip that executes different collections
of programs at different times.

IV. CELL PHONE EXAMPLE

We use the set of cell phone applications defined in Section III
to illustrate the usefulness of scenario-based benchmarking to
a designer selecting among several different architectures. The
example will show how changes in the scenario elements shown
in Fig. 5 affect the design process.

• SCHM architecture: Number and speed of processors is
adjusted to tradeoff system complexity and performance.

• Scenario programs: Three different scenarios (i.e., busi-
nessman at an airport, bragging grandma, and teenager

Fig. 11. Multiprocessor architectures.

walking down the street) explore the system’s ability to
deal with different situations.

• System I/O: Input data of varying complexity are used to
show the impact of system I/O on system performance.

• Coordinating programs: Mapping of the application ele-
ments onto the architecture is changed from being set at
design time to using a dynamic scheduler that performs
mapping at runtime.

We focus on three architectures, each differing in the number
and types of processors. Gross processing power is increased as
processors are added, but net processing power is roughly equal.

• Architecture 1: A single ARM processor running at 350
MHz, including a floating point unit. All applications are
executed in round-robin fashion.

• Architecture 2: Three ARM processors with local memo-
ries connected via a bus. The sum of processor clock speeds
equals to 400 MHz. Applications are statically scheduled.

• Architecture 3: Five ARM processors with local memories
connected via a bus, adding up to 450 MHz. Applications
are scheduled onto resources using a dynamic, priority-
based scheduler.

Fig. 11 shows architectures 2 and 3; these are heterogeneous
due to the differing speeds of the ARM processors and floating
point hardware. Note that architecture 2 does not include pro-
cessors P4 and P5. The bus is a 16-b-wide, 10-MHz bus using
a simple lottery-based arbitration strategy outlined in [16] and
is implemented with a hardware arbiter. Since every processor
has a local memory, the bus interconnect is used to transfer the
entire data working set into the processor’s local memory be-
fore processing can begin. Similarly, every finished task must
use the bus to transfer the output data from its local memory to
the memory mapped I/O on the next processor that needs it. It
is possible for applications to stall execution because bus con-
tention prohibits the application’s data set to be transferred to
and from the memory mapped I/O. Therefore, the impact of I/O
streams is captured by modeling the contention for the shared
medium (in this case a shared bus) used by all the processors ex-
ecuting the streaming application. By changing the application
data set, load on the shared bus is changed, altering the timing
and interactions of each individual application and resulting in
different system performance.

The processors in architecture 2 and its application mappings
are listed in Table I. Notice that the read_e-mail application,
which includes a floating point rsynth benchmark, is placed onto
P1. Also, MP3 decoding is a more computationally intensive
application and was therefore placed on the most powerful pro-
cessor. Table I also shows the processors within architecture 3
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TABLE I
ARCHITECTURE DETAIL

along with their task mappings. Again, tasks that can take ad-
vantage of a floating point unit are placed on processors P1 and
P2. Additionally, we will use architecture 3 to explore a change
in SCHM coordinating program by scheduling tasks at runtime
onto the best available processor. The dynamic scheduler used
is a list-based priority scheduler, with higher priorities given
to streaming tasks such as talk_on_the_phone, stream_MP3, or
read_e-mail. Note that this type of scheduling strategy incurs
overhead in two ways. First, the data on processor availability
must be collected from each processor, contending for the bus.
Second, the scheduling strategy must periodically be executed
on one of the processors.

A. Modeling

The cell phone system was modeled using the Modeling En-
vironment for Software and Hardware (MESH) simulator [17].
The MESH simulator permits modeling and simulation of het-
erogeneous multiprocessor systems at an abstraction level above
ISS. It determines the system performance by executing applica-
tion code instrumented by the designer to contain information
about application complexity and content. This information is
converted into timing at simulation time by taking into account
the computational power of the processor(s) executing the type
of application functionality, thus permitting a model of the dif-
ference in performance as the same task executes on heteroge-
neous processor resources.

MESH can be thought of as a thread-level simulator for an
SCHM instead of an instruction-level simulator for a microar-
chitecture. Fig. 12 illustrates the primitive modeling elements of
MESH at a high level. On the lower left-hand side of the figure,
an SCHM is illustrated interacting with some external testbench.
The SCHM includes PEs, with separate clocks. The cooper-
ation of the PEs in the SCHM is illustrated as a layer of “sched-
uling and arbitration,” shown as a solid, thick line; this may rep-
resent networked communications as well as shared busses. The
label simply illustrates processors grouped into a logical, coop-
erative domain.

In Fig. 12, PE1 is expanded into a MESH “thread stack.”
The thread stack illustrates design elements contributed by PE1
(each PE contributes a similar thread stack to the SCHM). At
the bottom is a model of the physical capabilities of the pro-
cessor resource, modeled as physical thread . Each unique
PE represents a different physical capability within the SCHM,
which can be programmed to carry out concurrent behavior.

Fig. 12. Layered logical and physical design elements in MESH.

TABLE II
BASIC MESH THREAD TYPES

This programming is captured as a collection of logical threads,
, shown at the top of the expanded view.

The logical threads represent the untimed, logical sequencing
of software. This captures the effects of software executing on
hardware, where physical timing is not determined until the
software executes on a model of (or a real) physical machine.
Each PE may execute an unbounded number of software (log-
ical) threads, with scheduling decisions potentially made dy-
namically in response to different datasets. This per-processor,
thread-level decision making is modeled by a physical sched-
uler, .

Cooperation amongst the various PEs, including the exchange
of state across private memory spaces as well as communications
and task arbitration, is modeled by the cooperative, or logical
scheduling domain, . Because represents a cooperative
scheduling domain, the threads that execute on any given re-
source may also be eligible to execute on any other resource that
belongs to the same logical scheduling domain. Significantly,
this is true even if the processors are heterogeneous.

captures the penalty of resource sharing and cooperation;
thus we can model what is perhaps the key design challenge of
the design of SCHMs at a greatly reduced level of modeling and
simulation detail—the tradeoff between few powerful, complex,
PEs that execute more threads locally, or more less powerful,
simpler, PEs with the cost of global cooperation. The basic types
of threads in MESH are summarized in Table II.
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Fig. 13. (left) Airport scenario results for normal e-mail and (right) “Green Eggs and Ham” .

When MESH is used to model scenario-oriented design, as
illustrated in Fig. 5, the scheduler threads and the
scheduling domains represent the coordinating programs, the

logical threads define the application elements, and the
physical threads model the physical system architecture.

System inputs are modeled as physical threads which produce
outputs without any dependencies. Scenario programs are in-
puts to the scheduling domains; they represent sequencing
and resource allocation preferences.

B. Assumptions

The advantage of using MESH is that the control and data
flows of applications are simulated, yet the simulation speed is
significantly improved because individual instructions are not
emulated. To gain this advantage, however, the designer must
provide some information about application complexity relative
to the resource upon which it executes. We ran the benchmarks
through the ARMulator ISS (included in the gdb distribution7)
in order to gain this information. The annotation points were
carefully chosen to ensure annotation validity for any size or
content of input data, thus data-dependent execution times are
modeled above the ISS level. We found that the MESH per-
formance estimation was within 10% of the ARMulator for all
applications, with most applications being accurate within 1%.
However, because the MESH executes at much higher abstrac-
tion level, it is two orders of magnitude faster than the ARMu-
lator for most benchmarks (note that the ARMulator is an ISS
built for speed).

The bus interconnect was also modeled above the cycle
accurate level. Since the bus is designed to primarily move
large continuous amounts of data between the processors and
the memory mapped I/O, it mainly operates within a burst
mode. The burst mode allows a processor to gain bus access
for a multiple number of cycles, allowing the arbitration for the
bus to occur much less frequently. Our simulations perform bus
arbitration every 100 bus cycles.

The bus arbitration strategy uses tickets issued to various
masters to ensure fair arbitration. We institute some basic
quality of service requirements by issuing more tickets to

7[Online]. Available: http://www.gnu.org/software/gdb/

streaming applications, making them more likely to gain
the bus in case of contention. For each arbitration event,
the talk_on_the_phone application receives five tickets,
stream_MP3 and read_e-mail receive three tickets, and all
other applications receive one ticket. In the times that scheduler
needs to access the bus to check processor status, it is given an
infinite number of tickets, ensuring that it always wins the bus.

Although the given example uses a bus interconnect to model
communication, it is important to note that MESH is not only
limited to simulation of simple busses. Because all communi-
cation resources within MESH are abstracted as “shared re-
sources,” a bus-shared resource model can be replaced with a
more complex network shared resource model without changes
to the other parts of the MESH simulation.

The execution overhead of the scheduling strategy used in ar-
chitecture 3 is modeled by applying an overhead of 2000 pro-
cessor cycles per each task-to-processor pairing decision. This is
a conservative estimate, considering the simplicity of the sched-
uling algorithm and the numbers of processors and tasks used
in this example. The scheduling strategy must also gain con-
trol of the system bus to identify which processors are idle prior
to scheduling, as well as to disseminate the results after sched-
uling, presenting additional overhead.

C. Results: Architecture and System I/O Changes

We use the airport scenario introduced in Section III to mo-
tivate some of the design decisions that can come from sce-
nario-based benchmarking. Specifically, we are looking to ex-
plore the impacts of architecture change and change in system
I/O onto the performance of the system. We use the response
time of job-based applications, such as browsing_the_web and
receiving_pictures, as a metric for evaluation of the three archi-
tectures. Fig. 13 shows every instance of a job-based application
on its -axis and their response times on the -axis. Each group
of bars corresponds to a dot in Fig. 8. (Also executing are the
scenario’s streaming applications.)

Consider the response times for tasks starting after s.
This represents the performance of the architectures when the
benchmarks execute one at a time, as for conventional bench-
marking. Informed only by this, a designer would choose the
single processor, since it outperforms the multiprocessor (MP)
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Fig. 14. Airport-scenario CP evaluation.

architectures and presents less of a design challenge. For this
example, when running one or two applications at a time, it is
hard to argue against a single processor design.

However, when the system is heavily loaded (as between
s and s), the execution of the read_e-mail and

phone_call applications in the background increase the architec-
ture 1 response time of browse_the_web and receive_pictures
applications significantly. However, the higher cumulative com-
putational power of the MP systems in architectures 2 and 3 pro-
vides better results. Using individual benchmarks, the designer
cannot evaluate the interference various concurrent applications
may have with each other. Randomly running multiple applica-
tions at a time would be deceiving as well; some applications
make sense to run concurrently and some do not. In the end,
the best evaluation of the system results from running relevant
scenarios that are likely to occur during the normal usage of
the system. In this example, the designer might decide that the
events between and are highly unlikely and
optimize the system for low usage loads.

Similarly, the data input into the system can have a signifi-
cant impact. For example, let us assume that instead of reading
business e-mails, the read_e-mail_aloud application instead
is reading excerpts of identical length from “Green Eggs and
Ham,” which is a children’s book by Dr. Seuss. Otherwise, the
businessman at an airport scenario remains the same.

Fig. 13 (right) shows that reducing the word complexity in
the data input for the read_e-mail application reduces the load
on the system and is most notably visible in architecture 1.
Although containing the same number of words, e-mails con-
taining “Green Eggs and Ham” are much simpler for speech
synthesis, allowing the read_e-mail deadline tasks starting at

and to complete sooner. As a consequence,
surf_the_web tasks at and have much improved

response times for the single-processor case because more pro-
cessor power is available.

It is easy to see that other inputs to the scenario may impact
the performance of the system. For example, moving some of
the task deadlines earlier requires the deadline task to consume
more processing power in a shorter period of time, affecting the
other concurrent tasks on the same resource. Because SCHM
designs are sensitive to much more than input data and appli-
cations in the system, scenario-based benchmarking considers
other important system inputs such as task arrival times, data
dependencies, concurrency, and deadlines.

D. Results: Scenario Program and Coordinating Program
Changes

In our second experiment, we consider the changes of sce-
nario programs and coordinating programs on the system per-
formance. Fig. 14 shows the same airport scenario described in
Fig. 8 executed on the identical architecture (architecture 3), but
using different coordinating programs (CPs). The static CP has
task to processor mappings predetermined at design time and
shown in Table I. The dynamic CP uses a list scheduling algo-
rithm to place tasks onto the most appropriate processor at run-
time. Both the architecture and the CP in the “Dynamic” case
of Fig. 15 are identical to the “5 Proc, Dynamic Sched.” case
of Fig. 13. By being able to select a potentially faster processor
at runtime, the dynamic case is expected to have better perfor-
mance during the times the system is lightly loaded. However, it
must pay a performance penalty due to the overhead necessary
to make a scheduling decision at runtime.

Fig. 14 compares the performance of static and dynamic CPs
within the airport scenario. Because it is usually able to pick the
most appropriate processor at runtime, the dynamic CP outper-
forms the static one in most cases. However, at s, the
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Fig. 15. Teenager-scenario CP evaluation.

static CP outperforms the dynamic one in the receive_picture
task. The reason for this is that, when faced with two incoming
tasks at s (receive_picture and browse_web), the dy-
namic CP schedules the browse_web task first, spreading out the
small jpeg decoding tasks across the whole five-processor archi-
tecture. As a result, the performance of receive_picture task suf-
fers. By applying this specific application grouping, the airport
scenario exposes a flaw in the design of the dynamic scheduling
algorithm.

Consider Figs. 14–16 simultaneously. These show three
different scenarios programs applied to the same architecture.
Fig. 15 shows the result of the teenager scenario, involving a
teenager walking down the street, listening to streaming mp3s
while surfing the web and exchanging photos with friends (see
Fig. 10). The airport scenario has been described in an earlier
section. The bragging grandma scenario (see Fig. 16) involves
a grandmother on the phone with a friend, bragging about her
grandchildren by sharing pictures (see Fig. 9).

By comparing the system response with all three scenario
programs, two conclusions can be drawn. First, the dynamic CP
does perform better than the static one in a variety of usage sce-
narios. Second, the design flaw of the dynamic scheduling algo-
rithm shows itself whenever browse_the_web and send_picture/
receive_picture tasks execute concurrently, as further demon-
strated at s in the grandma scenario. Although the ap-
plication of different scenario programs in this instance did not
provide any additional insight into the architecture, it did reaf-
firm conclusions gathered from a single scenario. In order to
fully explore the performance of an SCHM in a realistic setting,

many more scenarios should be applied to the system in order
to explore its response to common usage situations.

V. DISCUSSION

A key contribution of scenario-oriented design is the con-
ceptualization of a new form of performance evaluation that is
emerging on SCHMs. No longer does performance distill to the
selection of a single “best design” as in Fig. 2 or an average of
a set of otherwise completely independent programs as in CA
(see Fig. 3).

Unlike either of these approaches, the results shown in this
section depend on the combination of concurrently executing
applications sharing system resources. The performance of any
single application is time-variant, i.e., the performance will vary
depending on when the application executes, since it depends on
the system utilization which varies with time.

Scenario-oriented design evaluates the SCHM as a system
capable of carrying out sets of programs that compete for re-
sources and vary with time. Thus, the form of the results in
Figs. 14–16 show that the execution time of the same program
may be different at different times, depending upon its access to
resources that are otherwise competed for by other programs.

The true value of scenario-oriented design is that it allows
researchers and designers to evaluate single-chip systems in en-
tirely new ways that capture the performance tradeoffs that are
important in emerging designs.

The true impact of scenario-oriented design will be in per-
mitting designers to discover novel ways to organize multicore
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Fig. 16. Grandma-scenario CP evaluation.

computers that they would not have found otherwise. Admit-
tedly, this is something that can only be evaluated in a historical
context. However, there is at least some history to draw upon.
The SPEC benchmarks have prompted endless discussions in
the CA community about their applicability to real designs, and
yet it would be impossible to evaluate a broad class of microar-
chitecture designs without something like them.

Benchmarks have historically introduced an additional
burden on design, taking away something of the “seat of the
pants” approach to computer organization and replacing it
with exhaustive testing as well as the need to agree upon and
maintain the benchmarks. Yet, without benchmarking, there is
no common basis for discussion and no real way to quantify
architecture. This is as true for the new and emerging multicore
architectures at the foundation of single-chip computing as it
was in the early days of microarchitecture.

VI. CONCLUSION

We introduced scenario-based benchmarking, or scenarios,
which is a new vision for modeling and evaluating single-chip
PHM designs. Scenarios are a design methodology oriented to-
wards helping designers pinpoint potential bottlenecks or lim-
itations of hardware and system-level software early in the de-
sign cycle.

Through an example illustration, we showed that SCHM de-
signs cannot be evaluated by simply running benchmarks appro-
priate for single processors, as has been done in the CA commu-
nity. Similarly, we concluded that, unlike the DA community,
concurrently executing timed and untimed software applications
must be considered as application groupings in order to accu-

rately represent the performance of an SCHM. Thus, scenarios
which include application elements, I/O datasets, and scenario
programs, must be considered.

Our vision and the results of this paper serve to motivate sev-
eral new research directions. The current work only touched on
the importance of scenario-based benchmarks. However, even
the SPEC benchmarks took years to develop; considerable work
remains in developing and classifying scenarios for the SCHM
design space.
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