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Abstract—Single-chip systems, featuring multiple heterogeneous processors and a variety of communication and memory

architectures, have emerged to satisfy the demand for networking, handheld computing, and other custom devices. When simulated at

cycle-accurate level, these system models are slow to build and execute, severely limiting the number of design iterations that can be

considered. A key challenge in raising the simulation level above the clock cycle is an effective method for estimating contention for

shared resources such as memories and busses. This paper introduces a new level of design called the Stochastic Contention Level

(SCL). Instead of considering shared resource accesses at the clock cycle granularity, SCL simulations operate on blocks that are

thousands to millions of clock cycles long, stochastically capturing contention for shared resources via sampled access attributes,

while still retaining an event-based simulation framework. The SCL approach results in speedups of 40� over cycle-accurate

simulation, with average simulation errors of less than one percent with 95 percent confidence intervals of about �3 percent, providing

a unique combination of simulation capabilities, performance, and accuracy. This significant increase in simulation performance

enables the system designers to explore more of the design space than possible with traditional simulation approaches.

Index Terms—Performance modeling, simulation, contention modeling, stochastic contention level, statistical regression models,

heterogeneous multiprocessors.

Ç

1 INTRODUCTION

SINGLE-CHIP heterogeneous multiprocessor (SCHM) sys-
tems are an emerging, important category of embedded

computer design which is currently severely limited by a
lack of appropriate simulation support. The complex
interactions between applications, schedulers, and proces-
sor resources, along with the resulting contention delays for
shared busses and memories, make it difficult to determine
at design time which system configuration will produce the
best performance. Individual designs can easily include
thousands of different configuration possibilities, each with
potentially significant impacts on system operation and
performance. Concurrent SCHM applications respond to a
variety of user inputs, varying the performance demands on
the system over time, and requiring each design iteration to
be evaluated against a multitude of different system usage
scenarios [17], [18]. Thus, using traditional instruction set
simulators to fully evaluate a single design iteration can take
days, significantly limiting the design space that can be
explored.

In order to improve simulation performance and enable
the designer to evaluate a larger set of designs, we must
remove the dependence on the clock cycle as the primary

level of simulation granularity. The most significant
obstacle to raising the simulation abstraction level and
speeding up SCHM simulation performance is the presence
of shared resources (SRs) within the system. In order to
capture contention effects of shared resource accesses,
simulators must interleave all the resources in the system
at the shared resource access rate, forcing simulation
granularity near the individual clock cycle. Thus, most of
the traditional tools for embedded system design are
instruction set simulators operating at the cycle-accurate
(CA) level, and are much too detailed to be effectively used
for rapid SCHM design exploration.

Analytical and queuing theory models are another option
for modeling contention system effects. These approaches
enable quick evaluation of system performance, but must
make assumptions about shared resource access distribu-
tions or are application specific. Additionally, analytical
models capture the system’s average performance, making
it difficult to identify bottlenecks during execution or extract
the response time of individual events. For example, an
external event such as user input could trigger an applica-
tion that executes very briefly, yet has a significant impact
on system operation. Capturing the response time of this
brief task is very difficult with a model that considers only
average performance across the entire benchmark. We
observe that there is a sizable space in simulation detail
and performance between event-based cycle-accurate simu-
lation and pure analytical models. This presents an
opportunity for a simulation approach that leverages the
strengths of both performance modeling techniques, im-
proving simulation performance while still retaining accu-
racy and the ability to be generally applicable to all types of
SCHM systems.

This paper introduces a new level of design which we
call the Stochastic Contention Level (SCL). Designs modeled
at SCL levels do not consider shared resource accesses at
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clock cycle granularity; instead, SCL simulations operate on
blocks thousands to millions of clock cycles long that
summarize the stochastic behavior of large groups of shared
resource accesses throughout the time period. This coarser
granularity of simulation allows the SCL modeling tools to
experience significant simulation speedups (�40�) over CA
approaches, while still capturing contention for shared
resources very accurately (at <1 percent error).

Unlike purely analytical approaches, SCL models are
simulation approaches that advance time with application
execution and can track system changes over time. A key
feature of the SCL approach is the application of a purely
stochastic model to the problem of estimating contention,
while still preserving an event-based simulation foundation.
SCL interleaves the two approaches during simulation,
applying the event-based technique to coarsely capture
processor execution overhead, while the analytical stochas-
tic model is used to estimate contention for thousands of
shared resource accesses at once. This concept is illustrated
by a simple two processor example in Fig. 1, where the
simulation alternates in time between event-based simula-
tion, shaded in a light color, and stochastic contention
modeling, shaded in a dark color. The two simulation phases
are tightly integrated; the event-based simulation provides
the analytical model with the shared resource access
patterns, while the analytical model adjusts the event-based
simulation timing to account for contention.

Historically, these two approaches have been contra-
dictory; designers either used analytical tools to capture
steady state performance and average contention rates
throughout the system, or used event-based simulation to
isolate cause and effect of individual events in the system.
Retaining a global simulation cycle, albeit at a much higher
level than a clock cycle, allows the SCL method to quickly
capture crucial event-based metrics such as response time,
while still retaining performance advantages of analytical
models. Where the CA approaches derive their simulation
cycle from the purely physical cycle of the processors and
busses, the SCL approach derives the simulation cycle from
the interaction of data, programs, scheduling, and hardware,
using the stochastic analytical model to correct for simulation
cycle impacts of contention. SCL models present a unique
combination of simulation capabilities, performance, and
accuracy, fitting into a sparsely occupied niche between CA
instruction set simulators and pure analytical approaches.

Central to the realization of the SCL design is a Statistical
Contention Model (SCM) which enables the high-level
simulation to estimate the impact of contention for shared
resource accesses without access to the clock-cycle-level
information within the system. Using several access attri-
butes, the statistical model summarizes the shared resource
access patterns encountered during large multicycle regions

of execution and estimates contention. The intuition behind
access attributes is that much application and architecture-
dependent contention information is known during detailed
CA simulations, and would be useful to inform a higher
level model. The detailed contention information is sampled
from a short CA simulation, training a high-level statistical
regression model of contention. This contention model can
then be used in simulation to estimate the impact of shared
resource accesses at a high level of abstraction, enabling the
designers to explore contention-related performance im-
pacts of design decisions.

A good analogy for access attributes and their relationship
to CA-level information are the RTL parameters such as hold
time and propagation time, which are extracted from more
detailed SPICE models. Although RTL parameters are based
on low-level transistor models, most designers manipulate
them directly, allowing them to abstract system detail and
design at a higher level. Similarly, access attributes are based
on more detailed access pattern information provided at the
CA level, yet are used to summarize and manipulate
contention-related behavior at a higher level of abstraction.

This paper raises the level of heterogeneous multi-
processor modeling through the following major contribu-
tions. This work is the first to:

. parametrize shared resource contention in the form
of “access attributes” which can be used to explore
contention-related performance impacts of design
decisions and identify bottlenecks in the design;

. merge a statistical model of shared resource
contention within an overall event-based simulation
framework for high-level heterogeneous multipro-
cessor simulation; and

. model the sensitivity of the statistical approach to
changes in design parameters for the purpose of
determining when retraining of the statistical model
is necessary, while providing several training op-
tions trading off model training length for modeling
accuracy.

By stochastically abstracting contention-related system
details, this work enables average simulation speedups of
40� over CA simulation, with average simulation errors of
less than 1 percent, and with 95 percent confidence intervals
of about �3 percent. Usage of the SCL method is illustrated
through a design exploration example of a personal digital
assistant system, executing a variety of concurrent, dynami-
cally changing workloads on a heterogeneous architecture: a
collection of ARM processors operating at different clock
speeds and containing differing hardware features such as
floating point and multiply-accumulate units. Due to
additional variance in access patterns, a heterogeneous
system presents a more significant training challenge for a
statistically based model than a homogeneous system; thus,
we consider several trade-offs between model training
overhead and resulting model accuracy. Using the SCL
approach, the example PDA system is taken through a design
exploration process that consisted of 16 design iterations,
reducing simulation time for the entire process from over a
week to only several hours. Finally, the paper will present
several ideas for extending the statistical contention model-
ing approach to include more complex memory behaviors.
Although we assume uniform memory access times not
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Fig. 1. SCL approach alternates between event-based simulation and
stochastic contention modeling.



involving caches, we suggest how by sampling additional
parameters, the general principles of this approach could be
extended to more complex memory behaviors.

2 PRIOR WORK

The SCHM performance modeling space is populated with
many simulation and analytical approaches. Since most of
the approaches in performance modeling operate at or
near cycle-accurate level, we compare our work to other
approaches that attempt to raise the abstraction level above
cycle accuracy when modeling contention.

Analytical models for parallel program performance
modeling use system information to determine performance
through mathematical means [10]. Queuing theory models
are the classical approaches for modeling contention and
can be extended to model multiprocessor performance [1].
However, these models assume purely exponential access
interarrival times, an assumption that breaks down when
loop-based applications create SR accesses with more
regular patterns. Unlike these models, the Statistical
Contention Model does not make any assumptions about
the distribution of shared resource accesses in the system;
instead, the model captures the true access distribution via
the training process, and can thus accurately simulate
systems where the analytical assumptions fail.

Statistical simulation [9] and statistical sampling ap-
proaches [21], [19], [13] extrapolate commonly recurring
program behavior by statistical sampling in a way similar to
our work. However, these approaches focus on estimating
system throughput, and are less appropriate for capturing
system response to outside stimuli, such as dynamically
arriving workloads or user input, crucial for modeling
embedded systems. Majority of these approaches are either
focused on microarchitecture modeling of single super-
scalar processors, or simulating homogeneous workloads
on homogeneous multiprocessors (single multithreaded
application distributed over identical processors).

Instead, our approach considers a heterogeneous work-
load (several different applications executing concurrently)
on a heterogeneous multiprocessor (rate at which processors
execute same code differs), presenting a statistically more
challenging problem due to the higher variances in sampled
system attributes. The parameterization of model attributes
in our work, coupled with the nonparametric regression,
incorporates robustness into the model not possible with
previous sampling-only statistical modeling approaches.
Because the regression approach interpolates results for
parameter values not encountered during training, the
model is capable of predicting contention for situations that
are similar, but not identical, to the trained case.

An approach for shared memory system modeling in
[20] combines the use of analytical queuing models for
architecture modeling and estimates application-specific
parameters via a fast high-level simulator. Unlike our work,
this approach does not consider performance across multi-
ple phases of execution; instead, a single model exists for
the entire application runtime. Thus, it is impossible to
determine if a certain application phase is causing a
bottleneck in the design, only the overall system throughput
can be captured. Unlike previous sampling approaches,
Biesbrouck et al. [3] evaluate the impact of program phases

when different combinations of applications are concur-
rently running in the system. This approach is similar to the
multiapplication training methods that we present for the
PDA design example later in this paper: the cophase matrix
can be used to train our model as well. However, due to use
of regression, our approach is more robust to program
phase changes, enabling us not to prepare a model for every
possible combination of applications.

Other work, such as [15], uses regression to define the
relationships between individual microarchitectural fea-
tures and processor IPC. Although the authors go through
similar model creation process as we do, their model is not
applied dynamically within an event-based simulator, and
does not change with runtime changes in the system. Thus,
it is not well suited for simulating embedded systems’
heterogeneous, dynamically changing workloads.

Many approaches, including ours, perform simulation
above the cycle-accurate level by back-annotation of the
model with performance information [14], [2]. However,
even though these approaches present a back-annotation
approach similar to Modeling Environment for Software and
Hardware (MESH), shared resource accesses are considered
individually, and not modeled as a group as introduced in
this paper.

By introducing access attributes and creating a high-level
statistical model of contention, our work improves simula-
tion speed relative to traditional cycle-accurate simulation
and is more broadly applicable than analytical models.
Unlike the previous analytical and statistical simulation
approaches that capture average performance over time,
our approach permits the statistical model to identify time-
related contention bottlenecks within the system, as well as
captures system response time to arriving jobs and events.
Additionally, our regression approach allows more model
robustness in presence of multiple program phases, design
changes, or increased system variance due to heterogeneity
of workloads and architectures.

3 MESH SIMULATION METHODOLOGY

The Stochastic Contention Level modeling ideas are based
upon and implemented within the MESH. The MESH
simulator [16] allows designers to answer questions about
how the numbers and types of processors and communica-
tions resources, the scheduling decisions, and the software
tasks (mapping and complexity) affect the overall perfor-
mance of SCHM systems.

This section will lay the basis of the annotation-based
simulation approach that MESH uses and identify some key
issues on how the presence of shared resource accesses affects
the simulator’s interleaving among the processors. Details of
how annotations are created and analyzed by the simulation
kernel described in this section will form the foundation for
the introduction of the Statistical Contention Model in the
following section.

3.1 Annotation-Based Simulation

MESH increases simulation performance by executing
application code natively on the host platform to capture
data-dependent execution, but emulates target system
performance through annotations inserted within the code.
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This approach, called execution-driven simulation with cross-
profiling or back-annotation of target information, has been
commonly used for traditional multiprocessor simulation
[8], as well as for simulation of SCHM systems [2], [16].

Fig. 2 shows a simple application control flow graph
executing natively on the host simulator. Because the
program’s instructions are executed without emulation, the
simulator can quickly capture the impacts of input data on
the application’s branches and loops. At the end of each
basic block, an annotation is inserted that estimates the target
processor performance. The annotation, shown in red in the
detailed area of Fig. 2, is not a simple delay value, but instead
captures the computational complexity of the natively
executing code. Unlike the static physical timing annotations
such as Verilog’s “#delay,” after the code within the
annotation region is executed, the simulation kernel deter-
mines the physical timing of the region using the computa-
tional complexity values passed through the consume
annotations (i.e., software functionality “consumes” the
computational power available within hardware resources).

In this example, each loop iteration is annotated as one
add and one multiply operation, which are then consumed
by hardware resources to determine timing. This level of
indirection allows one set of annotations to capture code
performance on multiple heterogeneous processors, speed-
ing up the design exploration process. Therefore, each piece
of code has to be annotated only once, allowing it to be
subsequently used multiple times during the MESH-level
simulations. Values associated with MESH annotations can
be derived from techniques such as profiling, designer
experience [8], [16], or software libraries and can be
automatically inserted by automated profiling tools [2]. Note
that annotations do not have to contain instruction types, and
can be made at different levels of abstraction. Although
annotation-based simulation is very effective at capturing
computation delay due to execution, it is not capable of
modeling data access variances due to the contention for the
shared resources within the system. It is precisely this
limitation of annotation-based simulation that this work
attempts to remedy via statistical contention modeling.

3.2 Annotation Types and Simulation Granularity

We use Fig. 3 to distinguish between two types of
annotations: lightweight and heavyweight. The figure
shows the timeline view of two concurrently executing
threads, as well as a control flow view similar to one in Fig. 2.
Lightweight annotations, shown by thin vertical lines in both

views, are inserted at a very fine granularity and aim to
capture the control flow changes. As the thread executes,
lightweight annotations are collected, but not passed on to
the MESH simulator kernel. Once a heavyweight annotation
is encountered (shown as the thick lines in Fig. 3), execution
of the current thread is suspended, lightweight annotation
information is passed on to the simulation kernel, and the
next scheduled thread is run. We name regions defined by
lightweight annotations annotation slices and regions defined
by heavyweight annotations annotation blocks. This distinc-
tion will be important when discussing the creation of access
attributes later in the paper.

The MESH kernel algorithm, described in a following
section, deals only with annotation blocks, and is only aware
of time as defined at the end of annotation blocks. As such, it
behaves very much as a discrete event simulator where all
valid events are initiated by the ends of annotation blocks.
However, it is more powerful than a basic discrete event
approach, since annotation block physical delays are depen-
dent on the computational power of hardware resources and
contention for shared resources. Annotation slices, on the
other hand, are mostly ignored by the MESH kernel
algorithm, but are crucial to the Statistical Contention Model.

Although promising, the back-annotated simulation
strategy runs into problems when simulating concurrent
shared resource accesses. Since annotations containing
shared resource accesses may have their timing affected by
contention, only slices with timing localized to a single
processing element can be accurately annotated. Therefore,
once a shared resource access is reached, a heavyweight
annotation must be inserted, forcing an expensive context
switch to other processors to determine contention. This
simulation overhead due to interleaving of threads at the
shared resource access rate is shown in Fig. 4. The graph
assumes a host simulation machine that can process
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Fig. 2. Execution-based simulation with back-annotation of target
system information.

Fig. 3. Distinguishing between heavyweight and lightweight annotation
types.

Fig. 4. Simulation slowdown due to shared resource modeling.



two billion instructions per second and uses a measured
MESH context switch overhead of 12 �s (application context
within MESH is saved through the use of pthreads). As can
be seen in the solid line that represents simulation overhead
due to context switching, the overhead quickly grows to
levels comparable to cycle-accurate simulation, removing
any performance improvements gained by annotation-based
simulation techniques. For systems that use shared memory,
high numbers of processor interleavings limit the annota-
tion-based simulation performance to a level similar to
cycle-accurate simulation.

3.3 Fast Forwarding of Shared Resource Accesses
in MESH

Through the introduction of the Statistical Contention
Model, this paper removes the dependence of simulation
performance on the frequency of shared resource accesses
within the system, reclaiming the performance shaded gray
in Fig. 4. This combination of approaches allows the
annotation-based simulation approach to be effectively used
for modeling shared memory systems, providing a high-
accuracy/high-speed alternative to CA simulation. In order
to take advantage of a high-level contention model within
the event-based MESH simulation framework, we take a
fundamentally different approach to annotation-based si-
mulation than previous simulators using the same techni-
que. Instead of treating each shared resource access
individually, MESH “fast forwards” through thousands of
accesses at a time [7] and uses the SCM to evaluate
contention for an entire region of execution, reducing the
number of processor interleavings during simulation and
significantly improving performance.

Fig. 5 depicts a sample run of the shared resource
modeling simulation algorithm graphically over time. The
figure shows three threads named A, B, and C running on
three resources with any thread eligible to run on any of the
resources. At t0, all resources are available to run their
respective threads. Computational complexity, specified by
the annotations, is resolved to physical time by means of the
computational power of each physical resource. For exam-
ple, in Fig. 5, the first annotation region of the B thread (B1)
executes from t0 to t1 in virtual physical time.

The physical end-time of the executed annotation block
of each logical thread (t4 for A, t1 for B, and t6 for C) is
ordered to ensure the earliest physical end-time is pro-
cessed first. In the figure, B1’s annotation block ends the
earliest in physical time (t1), thus the simulator advances
global simulation time to that point. Since only thread A
accessed the shared resource between t0 and t1, the kernel
skips the contention modeling step in this iteration. The
simulation time is now at t1 and Resource 2 is available and
eligible to execute a thread. During the next iteration of the

kernel loop, B2 is scheduled, executed, and time advanced
to t2. Since annotation blocks on different resources need
not align in physical time, the simulator only considers the
time slice between adjacent blocks’ end-times. The time
slice end-times are represented by the dashed lines
associated with physical time locations.

In the current iteration (slice t1-t2), both thread A1 and B2

contend for the shared resource. The SCM, described in the
next section, assigns a penalty to both contending threads,
resulting in the actual physical time for B2 being extended
as well as that for A1. The A1 end-time is not updated
instantly; instead, penalties are accumulated until the next
end-time is encountered, as can be seen at t4. The physical
time penalties effectively shift the execution of any
subsequent threads on that physical resource later in time
by the amount of the penalty. In Fig. 5, penalties accrued
during time slice t1-t2 are added after regions A1 and B2.
Therefore, the timing of a software block is not only
dependent on the resolution of computational complexity
into physical timing, but also on penalties applied by the
shared resource contention model. More detail on the fast-
forwarding algorithm is included in [7].

This section introduced the annotation-based simulation
approach used in the MESH simulator and described some
limitations of the approach when frequent accesses to the
shared resources are present. As a solution to the problem
of frequent processor interleavings during the simulation,
we introduced a novel fast-forwarding algorithm that
ignores contention from individual shared resource ac-
cesses and allows a high-level contention model to operate
on large regions of execution. Coupled with the Statistical
Contention Model, introduced in the following section, this
fast-forwarding approach enables annotation-based simula-
tion strategies that are 40� faster and just as accurate as
cycle-accurate approaches.

4 THE STATISTICAL CONTENTION MODEL

The Statistical Contention Model is the key component of the
Stochastic Contention Level design approach. The conten-
tion model enables the annotation-based simulator to move
away from the clock cycle as the chief organizing unit of
simulation and to operate at much higher levels of abstrac-
tion. By abstracting details of shared resource access patterns
and capturing them in a stochastic manner, the contention
model is capable of delivering significant simulation speed-
ups at a marginal cost in simulation accuracy. Statistical
contention modeling is based on the observation that the
shared resource access patterns are largely driven by
application execution. Since most embedded system appli-
cations are heavily loop based, it should be possible to
statistically sample the patterns found within the repeatable
loop behavior of the application and correlate them to
resulting contention. With a “trained” model in hand, future
encounters with known access patterns can be used to
predict contention.

A key challenge to implementing this idea is capturing
the important aspects of shared resource accesses within
model parameters in a way that predictably relates to
contention. Using a set of statistical tests that quantify the
impact of sampled data on contention, we develop three
access attributes that effectively summarize the access pattern
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behaviors observed at the shared resources: Average
Requested Utilization (�), Access Balance (B), and Thread
Concurrency (T ). These attributes are sampled from
detailed cycle-accurate simulation, and capture the magni-
tude and distribution of shared resource access patterns for
the purpose of predicting contention.

Fig. 6 shows the design flow using the statistical model.
Initially, a brief cycle-accurate simulation is run while
sampling shared resource access patterns and collecting the
resulting contention information. Using the access attri-
butes, the access/contention information is extracted and
used to train a nonparametric regression model. Finally, the
trained regression contention model can be used to predict
contention within a MESH simulation, gaining a significant
simulation performance advantage. The statistical modeling
approach allows MESH to simulate heterogeneous multi-
processor systems significantly faster than cycle-accurate
simulators, while still accurately capturing contention.

This section will describe the development of the
contention model and the access attributes that enable it,
show how the statistical models are trained, and discuss the
basic model performance and accuracy results. First, we will
provide a bit of an insight into the access attribute selection
process and why the three access attributes mentioned
above were selected. We will then describe how shared
resource access information is collected, organized into
access attributes, and used to train the statistical model.
Finally, we will define several benchmarks with which to
test the accuracy and performance of the model and
evaluate its effectiveness.

4.1 Selecting the Access Attributes

We considered 10-15 different potential shared resource
access attributes (e.g., per-thread utilization, average access
interarrival time, variance of interarrival times, number of
concurrently executing threads, access burstiness, etc.) for
building the statistical model. Initial insight for generating
potential access attributes involved looking at best ways to
capture the magnitude and distribution of access patterns
via a single sampled value. Although intuition played a
significant role in creating the initial set of access attributes,
a set of quantitative tests allowed us to select the access
attributes that are most effective at describing contention at
a high level. Selecting the three access attributes that form
the basis of the statistical model from a larger set was a

matter of finding the best attributes that increase model
accuracy, yet are computationally sensible and practical to
collect and store.

We first performed a statistical null hypothesis test on all
potential access attributes. The null hypothesis test identifies
which attributes’ impact on contention is statistically incon-
clusive, i.e., which attributes experience such high variances
that their contribution to contention cannot be determined
with confidence. Then, we observed the coefficient of
determination (also known as theR2 value), which measures
the proportion of variability in a data set that is accounted for
by the statistical model. Therefore, the potential access
attributes with a higher R2 value accounted for more
contention behavior and increased the accuracy of the model.

Another important consideration was the computational
complexity of collecting each access attribute. A potential
access attribute, Access Burstiness, identified periods of
execution where bursts of accesses can be found, comparing
the bursts among multiple concurrent threads, and looking
for alignment of bursts in time. Although this attribute had
very good contention correlation, it was extremely compu-
tationally intensive to collect (requiring several transversals
through long singly linked lists), and was discarded.

From an accuracy point of view, having more access
attributes within the model always results in a better model,
since more information about the sampled process is
included. However, every additional variable added into
the regression model requires exponentially more sampled
data to adequately train the model. This is known as the
“curse of dimensionality” and severely limits the number of
potential access attributes that can be included in a practical
regression model.

Using these criteria, three access attributes were identi-
fied that provide the best trade-off between the information
in the model and sampling length: Average Requested
Utilization (�), Access Balance (B), and Thread Concurrency
(T ). The value of � captures the overall demand level for the
shared resource, B captures the distribution of accesses
among multiple threads, and T records how many simulta-
neous accesses can be expected at a time. Using these three
attributes, we found that the model captures over 90 percent
of contention behavior (i.e., the model’s coefficient of
determination, or R2 value, was over 90 percent) using only
about 10 million simulation cycles with a sample unit size of
30k cycles. We will use the remainder of this section to
describe what these attributes represent, how they are
extracted from CA simulation, and how they can be used
to create a high-level SR contention model.

4.2 Collecting Shared Resource Access Information

In order to understand how the SCM operates, it is
important to understand how the access patterns from an
ongoing MESH simulation are collected and organized. In
order to effectively capture the execution time of data-
dependent code in MESH, delay annotations are inserted
within each basic block of code as described in Section 3.1.
The number of shared resource accesses within each basic
block is captured by the profiler and attached along with
delay values to the MESH annotation.

Let us define the information passed on by a light-
weight annotation further. An annotation slice A (defined
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in Section 3.2) is composed of a shared resource informa-
tion vector SS and the computational complexity of the
block C, A ¼ fC; SSg. Shared resource information SS ¼
fs1; s2; . . . ; sRg is a vector of length R, where R is the
number of shared resources in the system. The sr value
records the number of accesses issued by the current block
of code to each shared resource r.

Once the annotation slice A is returned to the MESH
kernel, the slice execution delay is calculated using the
computational complexity C. Additionally, slice utilization �r
is calculated for each shared resource r:

�r ¼
sr � �r

fðCÞ þ
PR

r¼1ðsr � �rÞ
;

where the total uncontended shared resource access time
(sr � �r) for this resource is divided by the total runtime of
the block, which is composed of execution delay fðCÞ (a
function of computational complexity C) and uncontended
access time for all shared resources (the summation part
above). Thus, the value of �r can be anywhere between 0 (all
execution, no S.R. accesses) and 1 (no execution overhead,
all S.R. accesses).

Fig. 7 shows how information from multiple slices is
arranged to form the basis for access attributes. As the MESH
simulation executes, slice information is collected, creating a
dynamic trace of basic block operation. Each annotation block
containsnj slices of information for each thread k, where each
slice contains its own value of requested utilization for each
shared resource (�r). For any given shared resource r, we
have a set of requested utilization values indexed with i for
each slice and indexed with j for each thread, allowing for
each utilization value to be identified with �i;j;r. Note that
Fig. 7 shows all slices and blocks of the same size only for
illustration purposes; there are no limitations on annotation
slice or annotation block size.

4.3 Calculating Access Attributes

All access statistics are created using the value of requested
utilization for each individual slice �i;j for a given shared
resource r. Average Requested Utilization (�) (note no subscript)

captures the overall demand for a shared resource by
averaging all the values of �i;j across the annotation blocks
(i direction in Fig. 7) and then summing the average across all
threads (j direction in Fig. 7). Table 1 summarizes the access
attributes introduced in this section and shows a concise way
to calculate them.

Access Balance (B) captures the distribution of accesses
among threads. It averages the differences between the
average requested utilization of one annotation block (the
ð 1
nj

Pnj
i �i;jÞ term in Table 1) and the average utilization

across all threads (the �
k term). Note that when all threads

access the shared resource equally (i.e., the system is
balanced) the value of B is near 0.

Finally, Number of Active Threads (T ) looks at how many
threads are concurrently making accesses to the shared
resource. A value of 0 or 1 (thi;j in Table 1), which identifies
whether the slice contains any SR accesses, is averaged
across the annotation blocks and summed across all the
threads. The value of T , between 0 and the number of
concurrently running threads, captures situations where
threads may be running, but not accessing shared resources.

4.4 Extracting the Statistical Regression Model

Using the described access attributes, we extract a high-level
model of SR contention from the CA simulation data. To
train a contention model, we modified a gdb-ARMulator
instruction set simulator to extract a detailed memory access
trace for each individual application. Note that the gdb-
ARMulator does not model a data cache; instead, all accesses
are routed directly to memory. The collected memory traces,
represented as a series of <time stamp, address> pairs, are
stored to disk and read by our custom multithreaded cycle-
accurate simulator tracesim. Tracesim executes multiple
memory traces concurrently, modeling the contention for
shared resources in detail. To provide training data for the
contention model, attributes �, B, and T , along with delay
due to contention (depicted as delay per unit time or DPT ),
are collected at intervals the same size as annotation blocks
within MESH. The output of the tracesim simulator is a list
of �, B, and T attributes and their resulting DPT .

We use the Generalized Additive Model (gam) package
for the R statistical environment [11] to create additive
nonparametric regression models of contention using the
data collected from detailed simulation. In our experiments,
we noticed that the relationships between the access
attributes and observed contention cannot always be
described parametrically (as linear, polynomial, exponen-
tial, etc.), since the relationships change with different
applications or architectures. Nonparametric regression
(i.e., arbitrary curve fitting to data) allows us to specify
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Fig. 7. Collecting access statistics.

TABLE 1
Summary of Access Attributes



any function to represent this relationship, increasing model
accuracy and flexibility.

The regression model used to predict contention from
the three access attributes is:

DPT ¼ fð�Þ þ fðBÞ þ � � T;

where DPT represents delay per unit time, and fð�Þ are the
nonparametric fits to � and B access attributes. Note that
the last attribute T is not specified nonparametrically; we
found that a simpler linear relationship between T and
DPT was sufficient in the presence of the other two access
attributes, and has the added advantages of needing less
data to accurately train the model.

Once a model is fitted, the designer could manipulate the
access attributes directly: increasing bus bandwidth by
reducing � or capturing the effect of a scheduling decision
by adjusting T . Modeling the addition of a high contention
thread to the system affects all three attributes: � and
concurrency level T are increased, while the system is less
balanced than before, decreasing B.

Although the exact relationship between the access
attributes and DPT depends on the exact set of applications
and system architecture used, we observed some general
trends from the collected data. To illustrate these typical
relationships, we concurrently ran two benchmarks (from
our benchmark set described in Section 5) FFT and gzip.
The benchmarks were started at the same time and they
both access the same shared memory. We, then, observed
the contention for this shared memory on a cycle-accurate
simulator, exported the collected access attributes, and
fitted a regression model using R.

The graph in Fig. 8 shows the typical relationship
between the nonparametrically fit attributes � and B,
shown on x and y axis, to normalized DPT , shown in
contour lines. Unsurprisingly, as the average requested
utilization (�) increases, so does the DPT . Also, higher
values of balance (B) decrease delay, but the impact of
balance is less important at higher levels of utilization. As
access balance increases, the red contour lines are deflected
to the right. This means that to generate the same contention
delay, utilization must be higher when the system has a
higher value of B (i.e., is less balanced). This is an intuitive
conclusion, since systems that are less balanced (one thread

accesses the shared resources much more than the other)
experience less of a chance for threads accessing the
resource at the same time. The deflection of the contour to
the right is also more pronounced at lower values of
requested utilization (left side of the graph) than at higher
values (right side). This is also intuitive, suggesting that
highly contended unbalanced systems will experience
contention regardless of balance.

4.5 Simulator Integration

The SCM is integrated within the MESH simulator via the
shared resource access fast-forwarding technique de-
scribed in detail in Section 3.3. We’ll briefly revisit this
technique in this section to integrate all the new informa-
tion on the access attributes and the regression model.
Fig. 9 illustrates how the statistical model is integrated into
the MESH simulation with a simple example of two
processors executing concurrently. The threads executing
on Processors 1 and 2 access a shared resource at times
shown with diamonds. However, these SR accesses are
ignored until a heavyweight annotation point is reached,
shown via dark vertical lines. Once an annotation point is
reached, the slice utilization information for the region is
collected, converted into access attributes, and passed on
to the contention model. When all blocks for a given region
have returned their access attributes, the SCM estimates
contention by plugging the values back into the regression
formula and extracting the DPT value for the block. The
DPT value is multiplied by the overall block length to
determine the contention penalty that should be applied.

After the total contention penalty is determined, it still
must be divided among the individual threads, a job for the
arbitration model. The arbitration model must capture any
priorities given to individual threads or any additional
algorithms that a bus or memory arbiter may implement. In
this work, we will assume a first-come first-serve arbitra-
tion strategy and implement the arbitration model that
divides up the contention penalty among the threads in
proportion to their access levels. Therefore, a thread that
more frequently accesses the shared resource is more likely
to experience a larger percentage of the resulting conten-
tion. Other arbitration modeling approaches can easily be
created to capture more complex arbitration situations.
More details on the Statistical Contention Model and its
integration into the MESH simulator have been published
in [7] and [6].

5 EVALUATING THE STATISTICAL CONTENTION

MODEL

In order to show the validity and usefulness of the Statistical
Contention Model, we show that it is accurate for contention
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Fig. 8. Relationship between requested utilization (�), access balance
(B), and resulting contention delay (contour) for FFT and gzip
applications.

Fig. 9. Fast forwarding of shared resource accesses while estimating
contention delays.



situations created by a variety of concurrent SCHM
applications. Since the most common shared resource
accesses are accesses for shared memory, our experiments
simulate the contention for a shared bus used by several
ARM processors to access shared memory. Although an
SCHM may have several separate points of contention
(hierarchical busses or network-on-chip links), these can all
have their own custom-trained SCM. Therefore, evaluating
model accuracy for a single point of contention validates the
model for more complex systems as well.

For the evaluation of the contention model, we assume
that each application is running on its own processor,
therefore, there is no contention for execution resources,
only for shared memory blocks. The memory and bus
models assume a constant service delay for each uncon-
tended access. Only one outstanding memory access is
allowed per processor, meaning that processors stall on
contention. Although the impact of caches is not modeled in
this work, we make a case at the end of the paper that the
statistical regression training approach could be extended to
model caches as well. Note that none of these assumptions
are limitations of the MESH simulator, but are instead
limiting factors chosen by us to isolate the statistical
model’s accuracy.

To capture a wide variety of design decisions, access
patterns, and contention levels, we ran tests with groups of
two, three, four, and five single-threaded applications
executing concurrently. We selected several multimedia,
encryption, compression, and signal processing applica-
tions from SPEC2000 and MiBench benchmark suites:
adpcm (adaptive differential pulse code modulation), FFT,
jpeg, gzip, rijndael (encryption), rsynth (speech synthesis),
and crc (cyclic redundancy check). To select these applica-
tions from the greater set of SPEC and MiBench bench-
marks, each benchmark’s memory access utilization and
coefficient of variation were measured and used for the
selection criteria, ensuring the widest variety of memory
access patterns (Fig. 10). The coefficient of variation is
defined as memory access variance (i.e., deviation from the
mean) divided by the average memory access rate. As such,
it captures the overall burstiness of memory accesses
within an application. The seven applications executing in
groups of two, three, four, and five threads at a time

provide us with 112 different experiments with which to
test our model.

First, we look at the overall model accuracy and speedup
as it compares to the cycle-accurate simulation. Since short
model training times are crucial to realize simulation
performance increases from this technique, we also show
the relationship between model error and training length.
Additionally, we explore how annotation block size (i.e.,
sampling unit size) affects the confidence in model fit,
allowing us to select the optimal annotation block size for
the statistical contention modeling approach. Finally, we
summarize results from an extensive personal digital
assistant design example, illustrating the advantages of
the SCL approach during design exploration.

5.1 Model Accuracy and Speedup

Table 2 shows the statistical model accuracy by comparing
the number of contention cycles predicted by the statistical
model to the number of contention cycles from the CA
simulation. Note that because the contention cycles repre-
sent only a fraction of total runtime cycles, the application
runtime error is significantly smaller. Table 2 shows the
mean error and the empirically measured 95 percent
confidence intervals for the groups of two, three, four,
and five concurrently executing threads. Since bursty access
behavior tends to average out in the presence of more
concurrency, the confidence intervals decrease as concur-
rency increases.

Across all the test cases, the MESH simulation using
statistical contention modeling was on average 40� faster
than simulating at the cycle-accurate level. Since the test
cases with higher concurrency levels contain larger num-
bers of heavyweight annotations, the interleaving among
processors for these tests is more frequent, resulting in a
reduction of MESH’s speedup. Note that although this
speedup comes from annotation-based simulation, it is the
contention model that enables shared resource accesses to
be efficiently and accurately modeled.

5.2 Length of Model Training

In this test, we determine the necessary length of CA
sampling before an accurate SCM can be built. Since the
statistical model should be optimally trained using the
whole application, the reference model in this experiment is
defined as a model generated from the entire application
runtime, lasting from 200 million cycles to over several
billion, depending on the benchmark. The test set is a model
trained from the same application run truncated after a set
number of cycles (application initialization code skipped).
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Fig. 10. Map of various benchmark memory access behavior. Bench-
marks used are circled.

TABLE 2
Statistical Contention Model Accuracy and Speedup



Error due to training is defined as the difference between
the reference and the truncated test set.

Fig. 11 shows the statistical model error as the training
length of test sets is increased. Each point of the graph is the
average of the model errors for all combinations of seven
benchmarks. As can be seen from the results, the model can
be trained within 10 million cycles for higher levels of
system concurrency (three or more concurrent threads).
However, for only two threads, longer training time is
necessary (50 or 100 million cycles). This is due to a
naturally higher variance found in contention behavior
between only two threads (i.e., application burstiness has a
higher impact when less concurrent threads are running).

5.3 Annotation Block Size

Fig. 12 shows the impact of sampling block size on the
95 percent confidence intervals associated with the good-
ness of fit for the statistical model. The x-axis represents
block sizes ranging from 300 to 3 million cycles of sampled
CA simulation. Again, each point on the graph is an
average of information from test runs of all combinations of
the seven benchmarks. Note that this graph should not be
confused with the confidence intervals in Table 2, which
represent confidence in model error. Instead, Fig. 12 shows
how confident the regression modeling process is that it
found the true mean for each value of �, B, and T . Since
very small block sizes have higher variance of observed
contention, and the very large block sizes present fewer
data points from which to make the model, the confidence
in the model fit is lower (i.e., confidence intervals are larger)
at the edges of Fig. 12. Most importantly, these data show
that there is a wide range of block sizes with acceptable
confidence, giving the designer much freedom in deciding
where to place the MESH annotations and thus control
sampling frequency and simulation overhead.

5.4 Statistical Model Discussion and Conclusions

In this section, we introduced the Statistical Contention
Model, which is a key component to raising the simulation
abstraction level in the Stochastic Contention Level simula-
tion approach. The contention model uses access attributes
to capture the behavior of shared resource accesses and,
through a statistical regression model, relate them to
resulting contention. The importance of access patterns
and nonparametric regression to the robustness and accu-
racy of the statistical contention model cannot be under-
stated. Because the regression approach interpolates results
for parameter values not encountered during training, access

patterns encountered for the first time can still be predicted
by the model. As long as the deviations in access patters are
small, the interpolation estimation can be very accurate,
shortening the necessary training times and eliminating the
need to retrain the model in the presence of certain design
changes. The parameterization of access patterns and the
application of nonparametric regression are contributions
unique to our approach to statistical contention modeling.

Although our tests only consider system sizes of two to
five processors, some interesting trends can be observed
from the above data. Experiments with low concurrency
(two or three processor systems) showed much more
sensitivity to cycle-accurate training due to their higher
variance of access patterns. As the numbers of processors in
the system grows, the bursty behavior of individual threads
is hidden by their large numbers, decreasing importance of
training, and making a universal contention model more
appropriate. However, communication of tens to hundreds
of processors through a single medium (e.g., one shared bus
or one shared memory) presents a natural performance
bottleneck and reliability liability. Instead, future SCHMs
with large numbers of processors are much more likely to
have hierarchical busses and locally shared memories,
suggesting that situations where a handful of processors
are vying for a shared resource will exist even for large
systems, retaining the need for a training-based contention
modeling approach such as ours.

This section described the Statistical Contention Model
that considers thousands of shared resource accesses at a
time, not a single access at a time as is the case in cycle-
accurate simulation. This significant shift in simulation
granularity contributes to 40� improvement in simulation
performance, while still staying within one percent error
when predicting contention. To validate some practical
aspects of the contention model, we showed that most
models can be trained with about 10 million cycles of cycle-
accurate simulation and that the optimal annotation block
sizes are in the range of 30-300 k cycles.

6 STATISTICAL MODEL RETRAINING ISSUES

As the previous section illustrated, the statistical contention
modeling approach presents a promising combination of
simulation speedup and accuracy, especially compared to
the more traditional cycle-accurate simulation approaches.
However, the key limitation of the statistical modeling
approach is its dependence on cycle-accurate training. The
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Fig. 11. Model error as training time increases. Fig. 12. Confidence in model fit as block size is increased.



chief assumption of the statistical model is that the sampled
system behavior is representative of the future system
behavior and can be used to infer future contention. Thus,
every time shared resource access patterns are affected by a
change in the system, the contention model must be retrained
in order to guarantee accuracy. Any new iteration in the
design process (i.e., exchanging processor types or adding
extra memory) is an obvious retraining point for the model.

Additionally, tens to hundreds of times per second
SCHMs experience system events such as preemptive
scheduling, scaling frequency/voltage or shutting down
parts of the chip to save power, and responding to
outside events and data. Each one of these events can
have a significant impact on the shared resource access
patterns. The conservative approach would be to train a
new contention model for every system event encountered
and possibly spend more simulation time training than
executing the simulation. However, instead of blindly
training a new contention model for each design change,
let us first consider the sensitivity of the contention model
error to various types of design changes.

In previous work [5], we explored the sensitivity of the
statistical model to a variety of system design changes, and
ran over 4,000 separate experiments that looked at the
relationship between a system change and statistical model
error. We found that 70 percent of the system changes
tested affected the contention model by less than 10 percent.
These data suggest that the contention model is not very
sensitive to many types of system changes, enabling those
changes to be skipped by the retraining process if the
designer is willing to give up some amount of accuracy
from the model.

To more effectively determine which design changes have
most impact on SCM accuracy, we split the design change
experiments into six classes shown in Table 3. The applica-
tion change experiment simulates a preemptive scheduling
switch to a different application. Data set change simulates a
change in the external input, while processor and bus speed
change experiments simulate dynamic voltage/frequency
scaling. Coprocessor change simulates shutting down a
portion of the chip, making custom computational units
dynamically available or unavailable.

Table 3 briefly summarizes the more detailed experiments
run in [5]. The table shows the mean and 95th percentile
SCM errors when the change is performed without retraining
the model. Data set change has a minimal impact on SCM
error because much of the application loop structure stays
unchanged while the data only affect the number of times
certain loops are executed. Adding a coprocessor also
produced minimal SCM errors, but this was caused by a

relatively small percentage of application’s instructions
(13-37 percent) that were affected by the change (the tests

added a floating point and a multiply-accumulate unit). As
expected, the SCM was found to be very sensitive to changes
in the executing applications, especially if the new applica-

tion experienced widely different memory behavior than the
originally trained application. Changing the bus speed also
affects SCM error significantly, since adjusting the service

time of accesses fundamentally affects the relationship
between the � access attribute and resulting contention. For

more details on SCM sensitivity in various retraining
scenarios, along with a method that quantitatively predicts
SCM errors, please refer to [5].

Although the experiments above look at each individual

retraining scenario separately, they do not consider multiple
simultaneous system changes, a situation that may happen

often in a real world system. In the following section, we
present a more realistic scenario for SCM retraining
by modeling a design progression of a personal digital

assistant system executing a variety of dynamically chan-
ging workloads.

7 PDA SYSTEM DESIGN EXAMPLE

The design example motivates the advantages of Stochastic

Contention Level design in the early design exploration
process of a typical embedded heterogeneous multiproces-

sor system. The goal of this example is to illustrate how the
SCL design methodology is used to simulate a progression
of designs and how well it compares to cycle-accurate

simulation. Since model retraining is crucial to statistical
contention modeling, we will examine several methods of

training the model, exposing the accuracy/speedup trade-
off that the statistical method provides.

The focus of this example is a personal digital assistant
system to be used by an engineer working in the field. The

PDA is the engineer’s connection to the outside world via
wireless network, allowing him to receive and send visual

information (schematics, etc.), browse the internet, encrypt
and compress information for storage, and analyze the data
collected in the field. The PDA system contains a mix of

concurrently executing application types that result in a
variety of performance demands on the system. As the
engineer is interacting with the system and as the data from

outside sources arrive, the load on the system changes.
When evaluating this kind of a system, we will focus on

response time as the chief metric of performance, since it
defines the responsiveness of the system that the user sees.

After defining several applications for the PDA system,
we will explore the design space by adding processors and

coprocessors, adjusting bus bandwidths and modifying the
memory organization. The impacts of these changes on

system response time are simulated both with a cycle-
accurate simulation and with several MESH simulations
featuring different forms of contention model training. The

results illustrate the performance advantage of Stochastic
Contention Level design over cycle-accurate approaches
while exploring the performance/accuracy trade-offs of

several training techniques.

1412 IEEE TRANSACTIONS ON COMPUTERS, VOL. 59, NO. 10, OCTOBER 2010

TABLE 3
Impact of Design Changes on SCM Accuracy



7.1 PDA Applications and Usage Scenarios

To create the PDA application set, we combined the
benchmarks used throughout this work into more complex
applications. Fig. 13 shows how the individual benchmarks
are organized into applications.

Benchmarks are represented as individual boxes, where
multiple benchmarks form an application named in bold
letters on the right. The arrows between the benchmarks
show the direction of data flow for each application. For
example, the receive pictures application arrows point from
left to right, indicating that the data flow from the wireless
network on the left to the user on the right. Data flow for the
send picture application is reversed. Fig. 13 also classifies
each individual benchmark as an integer application (light
shaded box) or floating point application (dark shaded box).
White boxes represent portions of the application that are
not simulated since the appropriate benchmarks were not
available. Additionally, the jpeg algorithm can be instructed
at compile time whether to use floating point instructions or
not (crosshatched boxes). Distinguishing between floating
point and integer applications will be important during the
design exploration process since one of the possible design
variations will involve the presence of the floating point
coprocessor on certain processing elements.

We define eight possible PDA applications and make
several assumptions about their operation:

. Record audio note (streaming). The user can record a
voice memo that is filtered in the frequency domain
(FFT is used to perform domain transformations),
encrypted for storage, and has a CRC check
performed. The application assumes 16 kHz/sec
sampling rate.

. Filter data. Allows the user to perform frequency-
domain filtering of a large set of data. Unlike the
record audio note application, data are much larger
and are not streamed, but arrive in a large chunk.

. Receive compressed file. The PDA receives a
compressed file, performs a cyclic redundancy check
to ensure data integrity and performs gunzip
decompression.

. Streaming mp3 audio (streaming). The PDA must
decode mp3 audio content arriving at 128 kbits/sec.

. Reading e-mail aloud (streaming). The PDA can
open the user’s e-mails and read them with
synthesized voice at two words per second.

. Browsing/surfing the web. The user can access a
webpage and display it on the PDA screen. All the
images from the webpage must be decoded in parallel.

. Receive/Send pictures. This task involves either
encoding large images (>1 M pixels) taken with
the PDA’s camera, or decoding a received image
for display.

Note that three of the applications are labeled as
“streaming tasks:” record audio note, streaming mp3 audio,
and reading e-mail aloud. We define streaming tasks as
those placing a requirement on the amount of data that
must be processed per time period, i.e., there exists some
worst case execution time that must be met. An important
distinction between streaming tasks and other tasks in the
system (i.e., job-based tasks) is that job-based tasks can
always use more computational power in order to reduce
latency, where the streaming tasks have no use for extra
computational power once deadlines are met.

Along with defining the applications to be used in the
PDA system, the system specification must also include
some sort of requirements for how the system will be used.
In other words: how many concurrent applications can be
expected to be run, in what combinations will they run,
and what kind of input data will be used? Unfortunately,
although standard benchmarks for embedded systems exist,
there are no predefined benchmarks for how those tasks are
scheduled and concurrently executed on multicore em-
bedded systems. Therefore, in order to create an accurate
testbench for the PDA system, we create several usage
scenarios that attempt to re-create common situations under
which the system will be used. Usage scenarios are a part of a
scenario-based design strategy introduced in [17], and
provide not only applications and data sets to the system
under test, but also define arrival timing of workloads that is
consistent with the perceived usage of the system. For the
PDA example, we have created 26 separate usage scenarios
that test a variety of application combinations. By changing
the numbers, types, and weighing of the individual scenar-
ios, the designers can emphasize a certain class of workloads
over others, focusing the design on situations that are
expected to be more common. Due to the space constraints,
details on the exact make up of each of the 26 usage scenario
is available in [4].

7.2 Design Exploration Progression

After establishing the required applications and their usage
scenarios, we performed design space exploration of the
possible PDA architecture in order to find a better
performing design. Although each of the processors in the
PDA system is based on the ARM ISA, the system is
heterogeneous in performance; due to differing clock speeds
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and available floating point and multiply-accumulate units,
each processor will experience differing computational
delays executing the same code. This heterogeneity in the
system architecture presents an additional challenge due to
the increased variance of access patterns in the system that
must be captured by sampling.

Table 4 shows the 16 designs involved in the exploration

process in this example. The designs include from two to
five ARM processors of speeds between 75 and 250 MHz
with static scheduling of tasks to processors. Other design
changes included different bus speeds, local memories, task
balancing changes, and addition of floating point/multiply-
accumulate coprocessing units. Since this is an embedded
system operating on battery power, the design exploration

process will always attempt to decrease the processor
switching power consumption by reducing the operating
frequency while trying to maximize thread-level concur-
rency. Fig. 14 shows the results of simulation involving the
16 design iterations. The y-axis shows the average response
time of all job-based tasks in all the tested scenarios, while
the progression of the design changes occurs from left to
right. Lines connecting the designs depict the design

exploration process: some of the designs are tried in parallel
(e.g., I, J, and K) and one design is selected to continue the
design exploration process. For now, let us focus on the

cycle-accurate data shown in black; the MESH results shown
with a lighter plot line will be discussed later in this section.

The initial design involves two 250 MHz ARM proces-
sors that access the shared memory through a 100 MHz bus.
Again, we greatly simplify the modeling of memory access
times, assuming that all the accesses are serviced in the
same amount of time, i.e., row precharge times and other
DRAM operation details are not modeled. The initial design
also contains a floating point unit attached to one processor.
Subsequent designs add a third processor (designs B, C, and
D) while adding more FP and MAC units (C and D) to
improve performance of certain applications. Designs E, I, J,
and K introduce the fourth processor, while designs G and
H adjust the bus speed to provide additional bandwidth to
enable increased concurrency within the system. Designs L
and M redistribute the processor speeds to more closely
match the demands of individual applications. Design N
looks at the costs and benefits of adding a fifth processor.
The designs O and P provide two different bus speed
alternatives for a potential final design.

Looking at the entire design exploration process, we
have moved from a two large processor system to a system
using four slower processors and a local memory block.
Depending on whether the designer chooses the 125 MHz
or 150 MHz bus, the performance improvement over the
initial design is about 30-40 percent. Additionally, having a
larger number of slower processors gives the system much
more flexibility for power saving techniques depending on
the current load on the system.

However, the purpose of the example above is not to
illustrate how design of a multiprocessor embedded system
should be done; it is much too simple and makes too many
assumptions to fulfill that purpose. Instead, it is meant to
illustrate a nontrivial progression of decisions made during
an embedded system design process, allowing us to evaluate
whether the SCL approach can be used to appropriately
inform those decisions.

7.3 Design Evaluation without a Contention Model

Let us return to Fig. 14 and compare the cycle-accurate
simulation of these design changes, shown in black, to MESH
simulation without any kind of a contention model, shown in
a light color. As expected, ignoring contention causes the
simulation model to significantly overestimate the response
time of the system. Across all the design iterations, the
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TABLE 4
Progression through Various Candidate PDA Designs

Fig. 14. Design example progression compared to MESH simulation
with no contention model.



contention delay component was anywhere between 7 and
22 percent of the total execution time. Without a contention
model, the designer cannot be sure that streaming applica-
tions are meeting their deadlines or what the true response
time of the job-based applications are.

More importantly, design changes that involve conten-
tion cannot be accurately evaluated. For example, note how
the change from design F to G or H has much less impact
when contention is ignored. Additionally, without the
contention model, it is impossible to see the impact of
adding a local memory to the first processor in design M
(note how L and M designs in the MESH data have identical
performance). Although a contention-less model can capture
the general execution impacts of various tasks, any design
change involving communication among processors cannot
be properly evaluated. In the following sections, we will add
the Statistical Contention Model to the MESH simulator and
explore a couple of different training approaches along with
their accuracy and resulting simulation speedup.

7.4 Simple Training Approach

To capture the impacts of contention on system performance,
we first include a Statistical Contention Model with a very
simple training approach. For each one of the 26 evaluation
scenarios, we train a Statistical Contention Model using the
first 20 million cycles of execution. As a result, any change in
the execution scenario after the initial 20 million cycles
results in a badly trained model. On the other hand, this
training approach is very simple to implement and is quick
to execute.

Fig. 15 shows the simulated average scenario response
time, and compares the output of the MESH simulation
using simple training of the SCM with the cycle-accurate
simulation. Since the average response time metric looks at
both execution and contention delay, the graph on the
bottom of Fig. 15 isolates the modeling error of the SCM.

Fig. 15 shows two alternatives to the simple training
approach. The dark gray line, labeled as “Simple Training
@ A” trains the SCM only at the beginning of the design
exploration process, reusing the model for the subsequent
design changes. As a result, this method experiences
average contention modeling errors of 31.09 percent, under-
estimating the overall system response time, as shown in

differences between design points in Fig. 15. On the other
hand, training the SCM for the entire design exploration
process took only 8.3 minutes of cycle-accurate execution
time. In comparison, executing the trained model through
MESH for all usage scenarios and all design changes took
about 112 minutes.

The light gray line represents the simple training process
that is retrained every time the bus speed is changed or the
number of processors in the system is changed. By retraining
for designs A, B, G, H, K, and M, the SCM can capture the
major changes to the system during the design exploration
process. Note that we skipped retraining for design changes
such as processor speed changes and addition of MAC
coprocessors, which were deemed to have less impact on
SCM error in the design change experiments that we
discussed in Section 6. The multidesign training resulted in
average contention modeling errors of 21.74 percent across
all the experiments. Model training took about 63 minutes of
cycle-accurate execution time.

Even though the training time is significantly increased
in the multidesign simple training scenario, it is useful to
put this training time in perspective. The single-design
simple training approach took 8.3 minutes to train, about
seven percent of total MESH simulation time. In contrast,
the multidesign simple training approach took 62.84 minutes
to train, or about 35 percent of total MESH simulation time.
Still, for both MESH training scenarios, the total time to
evaluate the performance of every design decision was
between two and three hours. Compared to these numbers,
cycle-accurate simulation of the 16 potential designs took
10,773 minutes or about 7.5 days. Therefore, by performing
multidesign training, we reduced the speedup of the MESH
approach from 90� for the single-design training to 60� for
the six-design training. This significant difference in speed-
up suggests that there is a notable amount of simulation
speedup/accuracy trade-off that can be controlled via the
training process.

7.5 Complex Training with Dynamic Contention
Model Selection

Even when training time is notably increased, the simple
training approach still experiences significant contention
modeling errors. By sampling only the first part of the usage
scenario, the simple training approach is not training for
every possible application combination that is found in the
system. In this section, we introduce a more complex training
approach that trains multiple contention models depending
on the concurrently executing applications and dynamically
selects the appropriate model during simulation.

First, all the concurrent task combinations are extracted
by running a MESH simulation of the usage scenario
without a contention model. This step returns a list of tasks
that are running concurrently at any point during the usage
scenario. This approach is similar, but not as powerful, as
the organization of concurrent SMT thread phases into a
cophase matrix as the authors do in [3]. In fact, the approach
in [3] could be used to augment the training method
presented here, should higher training accuracy be desired.
Although the MESH simulation without a contention model
will not capture the exact interleaving of tasks, for this
example it is good enough to capture the tasks that run
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Fig. 15. Design example progression compared to MESH simulation
using the simple SCM training.



concurrently for majority of the runtime. Depending on the
concurrency within the design iteration, a group of 26 usage
scenarios results in anywhere between 40 and 200 unique
application combinations.

The second step takes in the concurrent task combination
list and trains the statistical contention model for each task
combination. The training process assumes all the tasks
start at the same time, which may not be the case during the
usage scenario execution. However, other experiments from
[5] showed that thread start time offsets do not significantly
contribute to increased modeling errors, making this
assumption a reasonable one. The cycle-accurate training
process can be configured to train each task combination for
any number of cycles: in this section, we will present data
for training lengths of 5 and 10 million cycles for each task
combination.

Again we perform training on designs A, B, G, H, K, and
M, resulting in over 700 separate contention models being
trained for various task combinations. This training ap-
proach resulted in training times of 113 minutes (50 percent
of total simulation time) for the five million cycle training
length and 203 (64 percent of total simulation time) minutes
for the 10 million cycle training length. During MESH
execution, the simulator dynamically selects the appropriate
model according to the current tasks executing in the system.
In the case an appropriate model cannot be found (i.e., the
task combination was foreseen during training), the MESH
simulator reverts back to the simple training model described
in the previous section. Thus, as the concurrently executing
tasks in the system dynamically change, the MESH simulator
responds by selecting an appropriate model.

Fig. 16 illustrates the accuracy of the complex training
process for training lengths of five million (dark gray) and
10 million cycles (light gray). As can be seen in the design
progression graph, both the 5 and 10 million cycle complex
training approaches track the cycle-accurate simulation
results extremely well, while respectively experiencing
speedups of 47� and 34� over cycle-accurate simulation.
The contention error plot at the bottom of Fig. 16 shows that
overall contention error is in the range of 10-12 percent. In
fact, the average contention error for the five million
complex training case is 11.28 percent, while increasing

training length to 10 million cycles reduces the error to
10.72 percent.

Although the complex training approach significantly
improves accuracy, it still experiences 10-12 percent con-
tention modeling error, which is higher than the one
percent contention modeling errors reported in simple tests
in Section 5. However, in this example a new contention
model is not trained for data set, coprocessor, and processor
speed changes. It is possible to retrain the SCM for each of
the 16 design iterations instead of the six shown in this
section, almost tripling the training time and gaining
additional model accuracy.

7.6 Design Example Summary

Table 5 summarizes the tests discussed in the above
sections and adds several additional data points for training
lengths anywhere between 2.5 and 80 million cycles. The
table compares the simulation speedup to the cycle-accurate
simulation along with the average contention model error.
The comparison of speedup versus average contention
model error illustrates the various levels of trade-off
between simulation speed and accuracy that can be made
by applying different training approaches.

Data in Table 5 shows that there are many trade-off
points between simulation performance and accuracy when
the SCM is involved. Multiple methods of model training
can provide even more flexibility during the design
process. Although this section showed only two training
methodologies, they are not the only possibilities. Depend-
ing on the workloads and usage modes of the system,
different training methods may be used. For example, the
simple training approach can be very effective for systems
that do not change applications often. For systems with
high concurrency and large amount of application switch-
ing, dynamically switched models, as shown in the
complex training method here, are a necessity.

We found that modeling a design exploration process
such as this provides a wide variety of simulation
speedup/accuracy trade-offs depending on the training
length and methodology. MESH simulations were any-
where from 22� to 90� faster than the cycle-accurate
simulator, experiencing modeling errors between 10 and
30 percent depending on the training method used. The
conclusion reached from this design example is that,
although the contention modeling errors are around one
percent under perfectly trained models (results from
Section 5), the designer might want to trade away some
of that accuracy to bring down the model training times for
real systems.
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Fig. 16. Design example progression compared to MESH simulation
using the complex SCM training.

TABLE 5
Summary of the PDA Design Example Experiment Results



8 EXTENDING THE SCL METHODOLOGY

In this implementation of the contention model, we assumed
a fairly simple memory access behavior, not simulating
caches. However, we believe that our basic idea of training
statistical regression relationships for small blocks of
execution and applying them dynamically during fast
event-based simulation can be extended to allow for cache
behavior. In the presence of caches, the number of access
attributes would grow: cache miss rates or processor stall
rates for each sampled block of execution would affect the
contention delay. Others have shown that cache parameters
can be correlated to performance, whether in purely analytic
[20] or in statistical models [12].

However, the more variance an access pattern exhibits,
and the less frequent the behavior is, the longer the cycle-
accurate simulation must be sampled to capture the
contention effects. Adding caches, DRAM models, or
simulating data dependencies, all introduce more complex-
ity and lengthen training times. In the end, the limitation of
the statistical contention modeling technique is not in
whether it can capture complex access pattern behaviors;
instead, the key question is whether the training to capture
complex patterns can be performed in the short enough
time to produce a practical simulation speedup. Whether
our technique that includes cache behavior can be trained
in appropriate amount of time to give a good modeling
accuracy/performance ratio is a subject of future work.

9 CONCLUSION

Single-Chip Heterogeneous Multiprocessors have the poten-
tial to solve a number of computing problems as more
hardware and software complexity is being integrated onto
single chips. The persistent and concurrent application
behavior of these systems requires the designer to evaluate
a large number of system execution scenarios in order to
ensure that the appropriate design elements are selected and
the best performing design is created. However, due to the
complex interactions of concurrent applications and frequent
sharing of resources within SCHMs, creating a simulation
approach that can quickly evaluate the system performance
for a variety of usage scenarios is very challenging.

This paper significantly increases the simulation perfor-
mance of SCHM models by introducing the Stochastic
Contention Level simulation approach. Realizing that the
accesses to shared resources and their resulting contention
are the chief barriers against raising the simulation
abstraction level, we have developed and tested a statistical
method for modeling contention within an event-based
simulation. The performance advantages of raising the
simulation abstraction level above cycle accuracy are
significant; using the Stochastic Contention Level simulator,
SCHM systems can be simulated on average 40� faster. By
adjusting training time and methods, the designer can trade
off SCL modeling time for accuracy of contention modeling.

Using the SCL approach, designers can evaluate design
iterations in hours instead of days or weeks of simulation
time. This significant increase in simulation performance
enables more design iterations to be considered, allowing
the system designers to explore more of the design space
than possible with traditional simulation approaches.
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